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Abstract
A growing literature suggests that uniform pricing in the face of large demand fluc-
tuations represents a substantial deviation from profit maximization—a puzzle for
economists. We show that this need not be the case, through an investigation of quan-
tity and pricing fluctuations at seasonal frequencies. Focusing on canned soup and
light beer, we use scanner data from 17,000 stores to show that seasonal fluctuations
in quantities are an order of magnitude larger than prices. Although observed prices
fluctuate less than optimal prices in a simple benchmark model, retailers lose little
profit from seasonally uniform prices, because demand never approaches becoming
inelastic.
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Microeconomic models assume that profit maximizing firms adjust prices to reflect

changes in their costs, productivity, or demand. Yet many products exhibit enormous

seasonal volatility in demand with apparently little seasonal variation in prices. In Figure

1, we plot total weekly units sold of Campbell’s Chicken Noodle Soup and Bud Light 24-

packs, the most popular canned soup and light beer products in the United States together

with each products’ average price. The figure reveals enormous seasonal variation in

quantities, with peak sales at least three times greater than trough sales. These seasonal

fluctuations are as much as 50 times greater than the business cycle variability in GDP,

and five times more than the business cycle variability in vehicle purchases. For both

products, no seasonal fluctuations in prices are evident.

We investigate whether the near-uniform prices of seasonal products are consistent

with optimal pricing by firms. We use grocery data from Nielsen Retail Scanner database.

The retail grocery sector, which accounted for $639 billion in sales in 2017 (U.S. Bureau of

the Census (2018)), has been the focus of substantial research on firm pricing and market-

ing strategies due to the availability of granular scanner data. Our analysis uses scanner

data recording weekly purchases at over 17,000 retail grocery stores, covering the pe-

riod 2006–2015. We focus on two products that one might expect to have highly seasonal

demand: canned soup and light beer. Serving the role of a control category, we also exam-

ine a product with no known seasonal fluctuations in demand; toilet tissue. We study the

modal product in each category to avoid the compositional biases induced by aggregat-

ing across products and to mitigate the extent of missing prices that result from zero-sale

weeks common in scanner data (DellaVigna and Gentzkow (2017); Nevo and Hatzitaskos

(2005)).

We begin by documenting the degree of seasonality present in both quantities and

prices for each of our products. We measure seasonality by regressing quantities and

prices on store-year fixed effects, holiday dummies, a long-run trend, and a series of sine

and cosine terms. This specification offers a parsimonious summary of the seasonal fluc-

tuation, improving power by smoothing over week-to-week volatility. The specification

is flexible, however, in that it assumes a smooth cycle at annual frequencies in quantities

and prices, but does not restrict the peak-to-trough difference (i.e., the amplitude) nor
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Figure 1: Weekly sales and prices of soup and beer
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Notes: The figure plots the total number units for the modal soup and light beer in our data, as well as
the average price, averaging across stores, for each week in our sample. More details on the sample and
creation of the figure is provided in Section 1.

when the peaks occur (i.e., the phase).

For the seasonal products we study, we find enormous seasonality in demand. Peak-

to-trough fluctuations are roughly 200 percent for canned soup and 60 percent for light

beer, both much larger than the implied effects of even a severe recession. We find very

little seasonal fluctuations in our control category, toilet tissue. Consistent with our view

that these quantity fluctuations reflect demand rather than supply considerations, we

show that seasonal temperature fluctuations line up nearly exactly with seasonal quantity

fluctuations in soup and beer purchases.

Despite these large seasonal fluctuations in quantities, we show that prices appear

almost uniform at seasonal frequencies. Peak-to-trough fluctuations are roughly 13 per-

cent for canned soup and 2.5 percent for light beer–an order of magnitude lower than

the quantity fluctuations, but roughly comparable to the business cycle fluctuations in
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posted prices (Coibion et al. (2015)). Because most price changes reflect temporary pro-

motional prices rather than permanent base price changes, we further decompose the

observed fluctuations in prices into changes in base prices, frequency of promotion, and

depth of promotion (defined as the difference between base price and actual price during

promotion periods). What little price fluctuations we do observe appear driven more by

promotion frequency than by base price changes or depth of promotion. These patterns

of price adjustment are consistent with prior findings that a large share of retail price

changes reflect temporary sales rather than long-lasting changes (Bils and Klenow (2004);

Hosken and Reiffen (2004); Nakamura and Steinsson (2008); Hitsch et al. (2017)).

Recent research in industrial organization has documented that prices are too uniform

to be consistent with standard models of profit maximization (Cho and Rust (2010); El-

lison et al. (2018); DellaVigna and Gentzkow (2019)). Understanding the reasons behind

uniform pricing is critical not only for the accuracy of microeconomic models, but also

for macroeconomics. For example, managerial attention costs are a common explanation

for “uniform pricing puzzles”, and can also serve as a micro-foundation for price rigidity

and the real effects of monetary and fiscal policy (Calvo (1983); Sims (2003); Nakamura

and Steinsson (2013); Maćkowiak et al. (2018)).

Do the uniform prices for products with large seasonal fluctuations in demand imply a

failure of profit maximization? To answer this question, we require an estimate of how the

price elasticity of demand varies over the year, because elasticities determine markups.

We identify seasonal changes in the price elasticity of demand by examining the variation

in the quantity response to the depth of promotion, conditional on store-weeks running a

promotion. This approach to the identification of price elasticities is new in the demand

estimation literature. Other strategies such as comparing promotion and non-promotion

periods alone conflate responses to prices with responses to non-price attributes that may

also be changing during promotions, such as fliers or in-store displays. Implementing our

approach, however, requires that we have systematic measures of promotional weeks and

base prices—objects not currently available in the Nielsen Retail Scanner data. We there-

fore develop a simple and fast algorithm to define base and promotional prices given any

time series of store prices. The algorithm, which resembles a filter-smoother algorithm
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(e.g., Durbin and Koopman (2012)), performs well in both simulated and observed data.

We find that price elasticities of demand vary modestly at seasonal frequencies. For

canned soup, the price elasticity of demand varies between -2.9 and -2.2 over the year,

while for light beer the price elasticities vary between -4.8 and -3.7. For toilet tissue, we

cannot reject that the minimum elasticity (-3.3) is identical to the maximum elasticity (-

3.1). Assuming constant marginal costs, these fluctuations imply that markups vary by

about 20 percent of the year (for canned soup) and 8 percent (for light beer), which is

higher than but fairly close to observed price fluctuations. Thus, the low observed price

volatility is not far from optimal price volatility.

Simple calculations suggest that the lower observed price volatility does not substan-

tially reduce retailer profit. For our two seasonal products, perfectly uniform pricing

across the seasons would reduce profits by less than 0.3 percent of revenue, relative to

optimal pricing. Extrapolating crudely to all plausibly seasonal products, the uniform

pricing path is associated with roughly 620 thousand dollars in annual lost profits for the

median chain, relative to optimal pricing. Even under the most generous assumptions,

lost profits make up at most 1.6 million dollars or 0.134% of revenue—a tenth of the lost

profit from uniform pricing across stores (DellaVigna and Gentzkow (2019)). Thus retail-

ers lose little profits despite relatively flat seasonal prices. This magnitude of lost profits

might be surprisingly small given that elasticities vary by thirty percent. The key intu-

ition, however, is that the opportunity cost from uniform pricing depends on the level as

well as the variability of the elasticity. For our products, demand is always highly elastic,

so the cost associated with near uniform pricing over the seasons is minimal.

Our findings of high seasonal fluctuations in demand, low seasonal fluctuations in

observed prices, and low seasonal fluctuations in optimal markups, are robust to several

important alternative considerations. Three considerations of particular importance are:

(i) how storability might influence the demand estimates (because consumers stock up

during promotional periods, Hendel and Nevo (2013)), in addition to (ii) how local com-

petitors prices, and (iii) how, within category (and store), substitution across products

might impact the price elasticity estimates. We use a version of the Hendel and Nevo

(2013) model to test for evidence of storability and find that neither the canned soup nor
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light beer categories show signs of storage being a dominant factor in explaining pur-

chases. We further show that our demand estimates are nearly identical when we control

for lagged promotion, implying that consumer stockpiling does not meaningfully bias

our estimates. Our results are also robust to controlling for other stores’ prices and allow-

ing for different forms of within-category substitution.

Ours is the first paper to investigate whether the limited seasonal fluctuations in retail

prices of seasonal products is consistent with profit maximization. Our findings con-

tribute to two literatures. First, is the literature studying firms’ pricing behavior during

anticipated swings in demand (e.g., Warner and Barsky (1995); MacDonald (2000); Guler

et al. (2014); Perrone (2016)). Most closely related are Chevalier et al. (2003) and Nevo and

Hatzitaskos (2005), who use scanner data from a grocery retailer in the Chicagoland area

to investigate why the average price paid falls during periods of peak demand. Chevalier

et al. (2003) argue that “loss-leader” pricing (as in Lal and Matutes (1994)) likely explains

this result, whereas Nevo and Hatzitaskos (2005) show that changes in the composition

of purchased products account for falling prices, suggesting that changing brand prefer-

ences are key. Both papers focus on very short-lived demand peaks such as beer demand

around the Superbowl.

We argue, like Nevo and Hatzitaskos (2005), that demand factors best explain uniform

prices despite rising demand. Our work complements this literature by focusing on slow-

moving but large and long-lasting demand changes occurring at seasonal frequencies.

This is a valuable complement for at least two reasons. First, fairness constraints might

prevent firms from rapidly raising prices during a holiday (Kahneman et al. (1986)), mak-

ing it difficult to infer the optimality of uniform pricing. However, fairness constraints

would not necessarily prevent firms from having less frequent promotions during the

summer, thus making this setting well-suited for studying the optimality of firms’ pric-

ing decisions. Second, the size and duration of the demand fluctuations imply that the

stakes of mispricing are potentially high. More broadly, our development and validation

of an algorithm for defining base prices should also serve as a valuable input into doc-

umenting price changes (or lack thereof) and credibly estimating demand elasticities in

other empirical settings where this information is not already available. This algorithm
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builds on recent work by Hitsch et al. (2017), who decompose sources of price variation,

argue that demand-side factors can explain much of the salient cross-sectional features

of prices in retail scanner data including some of uniformity of prices within chains, and

develop an algorithm for identifying base prices and promotion periods.

Second, we contribute to a literature on “behavioral firms” in industrial organization

that documents failures of profit maximization and other anomalies in firm decision mak-

ing. For example, inferior managers are more likely to ignore potential competition when

making entry decisions (Goldfarb and Xiao (2011)), inexperienced restauranteurs over-

react to transitory profit shocks (Goldfarb and Xiao (2018)), and smaller electricity firms

do not bid optimally (Hortaçsu and Puller (2008)). Our work is most closely related to

the papers documenting failures of optimal price setting, e.g., Cho and Rust (2010); Elli-

son et al. (2018); Huang et al. (2018); Doraszelski et al. (2018), and especially DellaVigna

and Gentzkow (2019), who show that prices across stores within a retail chain at a given

point in time are highly uniform despite substantial demand heterogeneity. We differ

from these papers in two ways. First, whereas DellaVigna and Gentzkow (2019) inves-

tigate cross-sectional demand and price variation, we focus our evaluation on the time

series dimension. Second, like much of this literature, we began by investigating a pric-

ing pattern which appeared to point to suboptimal pricing. In contrast to much of the

behavioral firm literature, however, we find that the almost uniform pricing at seasonal

frequencies is not inconsistent with firm optimization. Thus, we view our results, in con-

junction with the patterns presented by DellaVigna and Gentzkow (2019), as indicating

that while chains might benefit from adopting more flexible pricing schemes across stores,

we do not find evidence that a more variable pricing scheme within the year would be

beneficial.

1 Data

The primary dataset used for the analysis comes from the unbalanced panel of grocery

stores reporting revenues and units sold to Nielsen over the period of 2006–2015. One of

the primary advantages of using the Nielsen dataset for the analysis is its granularity and

6



Table 1: Selecting chains and stores

No. of Stores No. of Chains
Restriction imposed (1) (2)

Initial sample of stores 42,158 497
Food, drug, and mass merchandise only 39,414 483
Stores do not switch chain 20,378 122
Stores ≥ 2 years 19,550 110
Chain present for ≥ 8 years 17,317 73
Valid chain (Baseline sample) 17,316 72

Notes: The table shows the breakdown of stores and chains as we refine our samples.

breadth. The dataset contains, for as many as 42,000 stores, weekly, UPC-level informa-

tion about units sold and revenue, from which we infer prices. The Nielsen data contain

stores from across the country, making it possible to study seasonality for the country as

a whole. The cost of this breadth is that, in contrast to some retailer-specific datasets that

have been used in the literature (e.g., Chevalier et al. (2003); Gopinath et al. (2011)), we

do not observe any information on input prices.

1.1 Product and sample selection

Products We focus on products that we anticipated to have highly seasonal demand.1

We therefore chose canned soup and light beer as seasonal product categories. We also

study toilet tissue, a product category expected to have little seasonal fluctuation in de-

mand, to serve the role as a control category. For each category, we analyze the modal

product (by units sold) over the period 2006–2015. We focus on the modal products be-

cause we were concerned about products with zero sales in a given week, for which we

do not observe prices. The modal products for each category are the Campbell’s 10.75 oz.

can of chicken noodle soup, the 24-pack of 12 oz. cans of Bud Light, and the 12-pack of

Scott toilet paper.

Selecting retail formats, chains, and stores We apply an initial set of screens of chains

1An alternative approach would be to use observed seasonality in quantities to choose our products, but
such seasonality could in principle be driven by seasonality in prices.
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and stores to obtain a baseline sample which is the same for all categories.2 Table 1 shows

how the number of stores and chains falls as we impose these screens. We start with an

initial sample of stores selling at least one of our modal products. To obtain the baseline

sample, we start by excluding all convenience stores and gas stations, leaving food, drug,

and mass merchandise store types in our sample. Excluding these stores helps avoid the

zero quantity problem, and also lets us focus on a sample of stores in which grocery sales

represent a major component of store sales. Next, we impose restrictions at the chain

and store level. We define a chain as a unique combination of parent-code (company)

and retailer-code found in the Nielsen dataset. This has the effect of treating grocery

stores with different banner names, but the same parent holding company as different

chains. We drop stores that switch chains, and we drop stores that are in the data for

only one year. We then drop a chain if it does not appear in at least eight of the ten years

of our panel. Finally, we limit the sample to ensure that all chains are valid. Sometimes

a given retailer-code is assigned to multiple parent-codes; in such cases, we keep only

the modal parent-code–retailer-code combinations, and we drop all parent-code–retailer-

code combinations in which the modal combination accounts for less than 80 percent of

stores.

To obtain the final sample, we limit the baseline sample to store-years with at least two

weeks of positive sales for each category, and store-years in which we are always able

to impute missing prices (as described below). We impose these additional restrictions

because our main specification estimates Poisson regression models with store-year fixed

effects, which require multiple periods with positive values. Panel A of Table 2 reports the

final size for each category. The sample size is nearly identical for canned soup and toilet

tissue, which each have about 17,000 stores. The sample is only about half as large for

light beer, because many states do not allow grocery stores to sell beer (e.g., Seo (2018)).

2Our baseline sample selection approach follows DellaVigna and Gentzkow (2019) closely.
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Table 2: Summary statistics by product category

Canned soup Light beer Toilet tissue

A. Final sample statistics
# Observations 8,280,970 2,773,120 7,950,202
# Stores 17,140 8,540 17,123
# Parents 60 53 59
# Retailers 72 60 71

B. Quantity
Mean 50 22 13
Median 19 13 5
Standard deviation 108 33 33
Within standard deviation 89 23 28

C. Observed price
Mean 0.99 17.32 9.74
Median 0.99 17.08 9.99
Standard deviation 0.28 2.05 1.96
Within standard deviation 0.17 0.94 1.56

D. Base price and promotion
Mean # base prices 5.13 6.56 4.30
Median # base prices 4.00 6.00 3.00
≤ 3 base prices 0.40 0.27 0.54
% Promotion 0.17 0.08 0.23
Mean depth of promotion (log points) -0.37 -0.17 -0.36

Notes: The table reports the summary statistics for each of the chosen products across the three categories:
canned soup, light beer, and toilet tissue. The “within” standard deviation is within store-year. For more
details on the sample selection of store-years for each category, see Section 1.1.
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1.2 Quantities, prices, base prices, and promotions

Quantities—units sold—are directly reported in the Nielsen data. In weeks with zero

units sold, Nielsen reports a missing value for quantities. We have chosen a sample to

minimize the likelihood of having zero sales, but even so, between 7 and 16 percent

of store-weeks have no reported sales, depending on the product. We report summary

statistics for quantities in Panel B of Table 2.

Prices are not directly reported by Nielsen, but revenue is. We define price as revenue

per unit sold at the store-week-UPC level. Average per unit revenue is likely close but

not exactly equal to posted prices. There are two sources of discrepancy, as DellaVigna

and Gentzkow (2019) explain. First, some shoppers use loyalty cards to get a discount.

Second, the Nielsen week is Sunday to Saturday, but some stores change prices midweek,

so average per unit revenue is a quantity-weighted average of the two posted prices oc-

curring during that seven-day period.

As we do not observe prices for store-weeks with zero sales, we impute prices in

those weeks as the median price of other stores in the same chain, state, and week. This

imputation is likely accurate given the near-uniform pricing within stores of the same

chain (DellaVigna and Gentzkow (2019)). This imputation fills in prices for nearly all

zero sale weeks. We then exclude all store-years with at least one week in which we fail

to impute price.3 We report summary statistics for prices in Panel C of Table 2.

As mentioned above, an important component of our analysis will be distinguishing

between “base prices” and promotional prices. This distinction, however, is not one re-

ported in the Nielsen Retail Scanner data. We therefore developed an algorithm to iden-

tify base and promotional prices.4 Here, we briefly summarize the algorithm, leaving

many of the specific details to Section A of the appendix. The basic idea is that, given a
3We have estimated models which dropped all store-week observations that did not report any sales, as

well as specifications which aggregate store-weeks to the chain-state-week level, which effectively elimi-
nates the instances of zero sale weeks. Both sets of results are very similar to the ones presented here, and
are available from the authors upon request.

4Hitsch et al. (2017) also report developing an algorithm for identifying base prices and promotion peri-
ods, and provide figures like Figure 2. We took inspiration from their approach, but we differ from them in
three respects. First, we impute missing prices as the median price of stores in the same chain-state-week
based on the uniform pricing within them without relying on the base price algorithm. Second, we provide
validation of the algorithm in the form of a simulation study and a verification with actual promotion data.
Third, our approach is simple, which allows for the efficient estimation of base prices for many stores.
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Figure 2: Example of base and actual prices

Notes: The figure plots the weekly time series of the observed price per unit of a 10.75 oz can of Campbell’s
Chicken Noodle Soup, and the imputed base price, for the largest store in our data.

store’s time series of observed prices, the base price should be common and high, whereas

promotional prices should be infrequent and low. Thus, in each week the algorithm looks

for the base price as the highest price in surrounding weeks. To avoid sensitivity to mea-

surement error in prices, we apply another filter to the time series of prices that resembles

a minimax program. This yields a measure of a store’s base price for every week; given

this measure we define promotion periods as ones with actual prices at least 10 percent

below the base price. Past literature has used ad hoc procedures such as a temporary

price change or any price that falls below a certain threshold (e.g., Hendel and Nevo

(2003, 2013)). Such procedures may work well for a few stores or products. Relative to

the ad hoc approach, we believe our algorithm offers two advantages. First, it does not re-

quire defining the depth of promotion to identify base price. Second, it can accommodate

base prices that change over time and at unknown frequencies for a given store.

As an example, Figure 2 plots observed prices and the imputed base prices for canned

soup for the store with the most canned soup sales in our data. The figure illustrates the
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strengths and limitations of our algorithm. Inspection of the figure reveals that each year

has one or two obvious base prices (except 2009), and the algorithm correctly identifies

these as such. In some years price p2 is a base price but in other years it is a promotional

price, and the algorithm successfully distinguishes between these cases.5 Our algorithm

does well at avoiding false negatives, and successfully distinguishes between promotions

and base prices that occur at the same dollar value. On the other hand, it is clear that

the algorithm has trouble with long-lasting spells of promotional prices; for example,

in 2006 and 2007, the algorithm detects a base price drop where there is (likely) none.

Implementing the algorithm requires that we specify hyperparameters that let us trade

off these false negatives and false positives. In selecting these hyperparameters, we have

erred on the side of caution, with a low false negative rate for base price changes. This

choice complements our identification strategy given that we want to be confident that

our promotion weeks are in fact promotions.

We discuss two further pieces of evidence on the validity of the algorithm in Section

A of the appendix. First, we simulate many time series for prices which are roughly

realistic, but with known base prices and promotions. We verify that the algorithm ac-

curately recovers base prices and promotions. Second, using a separate dataset from a

single grocer with reported promotion data, we show under conservative assumptions

that the algorithm has less than a 10 percent rate of both Type I and Type II errors. Given

the variability week-to-week in prices evident in Figure 2, we believe this is a reassuringly

low error rate.

The algorithm also yields sensible results in our data. Panel D in Table 2 show that the

median store-year has three to six base prices in the data, which means it changes base

prices two to five times a year. About a third of stores have two or fewer base prices.

Base prices therefore change relatively infrequently, consistent with other findings that

the non-sale prices change infrequently (Nakamura and Steinsson (2008)). Additionally,

products are on promotion between 8 and 23 percent of the time, with promotions most

common for toilet tissue and least common for beer. Defining depth of promotion as

5Our data use agreement prohibits us from disclosing the price of individual UPCs, so we cannot label
the y-axis of this figure.
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log(Price) − log(Base Price), we find that promotions are deepest for canned soup (about

46% on average) and shallowest for light beer.

2 Seasonal Fluctuations in Quantities and Prices

2.1 Simple evidence

We first note the basic fact that seasonal variation is large for quantities but minimal

for prices for our seasonal products. This fact is immediately evident in our descriptive

statistics. Table 2 reports the standard deviation of prices and quantities, overall and

within store-year. The within store-year standard deviation picks up both idiosyncratic

fluctuations and seasonal fluctuations. For quantities, the within standard deviation is

large, at least 100 percent of the mean. For prices, however, the within standard deviation

is less than a quarter of the mean.

The seasonal fluctuations in quantities can be seen in raw counts of units, as we pre-

viewed in Figure 1, which plots total units sold for our two seasonal demand products.

For these products, one obvious feature of the data is an annual cycle in quantities pur-

chased. The figure also reveals regular outlier weeks with high numbers of units sold,

especially for light beer. These turn out to be holiday weeks.

2.2 Regression specification

Our main analysis of seasonality uses regression rather than the raw counts. Regres-

sion lets us control for holiday effects, yields a clear quantitative measure of seasonality,

and places prices and quantities on even footing. We measure seasonality with the fol-

lowing regression framework:

log Yit = µiy + δt + α sin

(
2π

365
t

)
+ β cos

(
2π

365
t

)
+ γunemploymentit +

∑
h

ζh + εit, (1)

where Yit is either (a version of) price or quantity sold for a product in store i, in the week

end on day t, and y indexes years. We control for store-year fixed effects µiy as well as a

13



cubic trend in time, δt, which allows for smooth secular trends. We also control for a set of

holiday dummy variables, ζh: New Year’s, the Superbowl, Easter, Memorial Day, July 4th,

Labor Day, Thanksgiving, and Christmas, and εit is the residual term. As a benchmark,

we control for the local unemployment rate measured at the county level at the monthly

frequency, unemploymentit.

Our main interest is in the trigonometric terms. These terms measure cycles in the

data occurring at the annual frequency; we refer to these as seasonal cycles. The estimated

amplitude (i.e., the peak-trough difference) is:

Amplitude = 2

√
α̂2 + β̂2.

We refer to the amplitude as the estimated seasonal variability in log points, and we

sometimes transform this into a percent effect. The estimated peak week is:

Peak week =
1

7

(
365

2π

)
mod

[
− arctan 2(β̂, α̂) +

5π

2
, 2π

]
.

Inspection of these equations reveals that our specification does not restrict the size

of the amplitude, nor the timing of the peak week. The specification imposes two re-

strictions on seasonal cycles: they have an annual frequency, and the peak and trough

are offset by exactly half a year. More flexible specifications are possible—for example,

we could include a set of month-of-year dummy variables. We opted for this paramet-

ric specification because of its parsimony and its convenience in estimating the critical

dimensions of seasonality.6

An issue with implementing Equation 1 is that we sometimes observe zero quantities.

Consequently, for our analysis of quantities we estimate conditional Poisson regression

(Wooldridge (1999)), while for our analysis of prices we estimate OLS models for log

price. In both models, regression coefficients can be interpreted as approximate percent

changes. Relative to OLS, conditional Poisson models impose little additional parametric

structure; they require that we have correctly modelled the conditional expectation func-

6The measures of seasonality of quantities and prices that we report are similar to the ones estimated
using month-of-year fixed effects. These estimates are available from the authors upon request.
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tion but not the full distribution (Wooldridge (1999); Gourieroux et al. (1984); Wooldridge

(2010)). The Poisson regression also has the added benefit of being relatively robust and

simple to estimate even for relatively large problems (Silva and Tenreyro (2010)). For our

specifications, we report heteroskedasticity-robust standard errors, clustered on store.

2.3 Estimated seasonality in prices and quantities

We report the estimated seasonality in Table 3. Because the estimated coefficients α̂

and β̂ are difficult to interpret, we report transformed values, the amplitude and peak

week. Figure 3 plots the estimated seasonal component of prices and quantities, defined

as α̂ sin
(

2π
365
t
)
+ β̂ cos

(
2π
365
t
)
. The solid line shows quantities and the dashed line shows

prices. We also plot the estimated holiday effects, relative to the seasonal trends.

We observe several clear patterns. First, quantities are much more varied than prices.

The peak-to-trough variation in quantities is about 110 log points for canned soup, 48

log points for lite beer, and just 12 log points for our control category, toilet tissue. To

get a sense of the scale of these fluctuations, consider the effect of a 5-percentage point

increase in the unemployment rate, an increase indicative of a serious recession. This

would generate a quantity response for beer that is only 40 percent of the typical within-

year seasonal fluctuation, and a quantity response for canned soup that is 1.2 percent of

the within-year fluctuation. Despite these large fluctuations in quantities within the year,

the price variation is barely evident on the same scale. In fact, the category with the most

seasonal fluctuations in prices, canned soup, has an amplitude of 12 log points–about a

tenth of the amplitude for quantities.

Second, the seasonality in quantities for canned soup and light beer peaks during the

expected periods of the year: late fall for soup, and midyear for light beer. In fact, we

show that the fluctuations in quantities for canned soup and light beer coincide with

seasonal fluctuations in temperature (see Appendix B). Toilet tissue sales have a small

peak in late fall, coinciding with the peak of the “grocery season” between Thanksgiving

and Christmas when retail activity is highest.

Third, prices and quantities appear to be negatively correlated at seasonal frequencies.
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Table 3: Estimated seasonal peak and amplitude, by product category

Outcome Q ln P ln Base Promo ln Depth ln Price error
(1) (2) (3) (4) (5) (6)

A. Canned soup
Peak t 46.655 21.119 22.270 46.625 19.159 15.913

(0.025) (0.029) (0.049) (0.034) (0.110) (0.210)
Amplitude 1.130 0.121 0.038 0.202 0.065 0.002

(0.004) (0.000) (0.000) (0.001) (0.001) (0.000)
Unemployment (%) -0.281 0.371 0.285 -0.691 -1.259 0.105

(0.141) (0.018) (0.015) (0.035) (0.044) (0.003)

B. Light beer
Peak t 28.531 3.731 5.379 17.397 35.104 48.864

(0.085) (0.083) (0.067) (0.652) (1.939) (0.227)
Amplitude 0.487 0.023 0.021 0.007 0.003 0.004

(0.008) (0.000) (0.000) (0.001) (0.001) (0.000)
Unemployment (%) -3.801 0.013 0.020 0.123 -0.479 0.053

(0.520) (0.010) (0.010) (0.028) (0.033) (0.004)

C. Toilet tissue
Peak t 43.966 19.984 26.815 43.533 8.726 43.911

(0.263) (0.172) (0.250) (0.194) (0.251) (0.152)
Amplitude 0.118 0.015 0.007 0.025 0.016 0.002

(0.004) (0.000) (0.000) (0.001) (0.001) (0.000)
Unemployment (%) 0.072 -0.036 0.292 0.903 -0.303 0.001

(0.250) (0.013) (0.011) (0.031) (0.020) (0.002)

Specification Poisson OLS OLS OLS OLS OLS

Notes: The table reports, for the indicated outcomes and categories, the seasonal peak week and amplitude
implied by the estimates of Equation 1, as well as the coefficient on the local unemployment rate. Robust
standard errors, clustered on store and obtained via the delta method, in parentheses.
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In particular, prices peak midyear for canned soup, but quantities peak at the end of year;

the opposite is true for light beer. This pattern of prices falling during periods of demand

peaks has been found in other studies at much higher levels of product level aggregation

(MacDonald (2000); Chevalier et al. (2003)).

Finally, holiday effects are clear, large, and positive for quantities but small and neg-

ative (where present) for prices. For light beer, the holiday effects can be as large as the

seasonal fluctuations, although of course they are quite short-lasting. The spring and

summer holidays coincide with and thus amplify the seasonal cycle for quantities. For

canned soup, the holiday effects are relatively muted with the exception of the large fall

in quantities sold during Thanksgiving and Christmas. The direction and size of this ef-

fect is not surprising given that our modal product for this category, Campbell’s Chicken

Noodle Soup is an eating as opposed to cooking soup (Chevalier et al. (2003)). Consistent

with the holiday shopping weeks coinciding with abrupt shifts in consumers’ preferences

and shopping needs, the holiday effects for prices also display some of the largest move-

ments for each product category. For example, the decreases in price for light beer on

Labor Day, while small in magnitude relative to the quantity fluctuations during those

holidays, virtually match the seasonal fluctuations in prices for both those product cate-

gories.

We interpret the large fluctuations in quantities as coming from demand fluctuations

rather than fluctuations in costs or other supply-side factors. To support that view, we

show in Section B of the appendix and in particular Figure B.1 that seasonal fluctuations

in heating degree days (a measure of coldness) line up closely with seasonal fluctuations

in canned soup quantities, and seasonal fluctuations in cooling degree days line up closely

with seasonal fluctuations in light beer quantities.

2.4 Seasonality in price components

Prior research has found that a great deal of within-year price variation comes from

short-lived promotional activities by retailers (Bils and Klenow (2004); Nakamura and

Steinsson (2008)). We therefore decompose the observed seasonality in prices into changes
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Figure 3: Seasonal fluctuations and holiday effects in quantities and prices

Notes: The figure plots the seasonal components of log quantities (solid line) and log prices (dashed line), by
product. We also plot holiday effects, as solid circles for quantities and open circles for prices. The holidays
are, from left to right, New Year’s, the Superbowl, Easter, Memorial Day, July 4, Labor Day, Thanksgiving,
and Christmas.
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in base prices, changes in frequency of promotions, depth of promotion, and a residual.

In columns 3–6 of Table 3, we report the seasonality of each component of (log) price: the

base price, the probability of promotion, the depth of promotion, and the error (defined

as the difference between price and base price in non-promotion periods).7 Across all

the categories the degree of seasonal fluctuations in frequency of promotion and depth of

promotion is small. The largest seasonal fluctuation is in the frequency of promotion for

canned soup, with an amplitude of 20 percentage points. None of the seasonal fluctua-

tions in frequency or depth for the other product categories exceed even seven log points.

Even for the canned soup category, the fluctuation in depth of promotion has an ampli-

tude of only 6.5 log points. These results indicate that to the extent retailers fluctuate

prices within the year, most of this variation stems from their scheduling of promotional

activities within the year as opposed to changes in posted prices.

3 Seasonal Fluctuations in Price Elasticities of Demand

To this point, the empirical analysis has documented large quantity fluctuations within

the year for the modal product within the seasonal product categories, despite minimal

if any seasonal fluctuations in prices. If marginal costs are stable over the year, the low

volatility in prices is inconsistent with standard optimal pricing models only if demand

elasticities are highly variable over the year. To investigate the optimality of prices, we

therefore estimate the extent to which demand elasticities vary over the year.

3.1 Identification strategy

To fix ideas, consider the specification:

log
(
Quantityit

)
= αt + ηt log (Priceit) + εit, (2)

7We also conducted the analysis of this section using alternative thresholds for defining a promotional
period, e.g., 15 percent and 20 percent. The results from those alternative thresholds are qualitatively similar
to the results reported in this section and are available from the authors upon request.

19



which relates quantities of store i in week t to prices, with a level αt and a price elas-

ticity ηt which potentially varies over time. Usually in demand estimation, the goal is

to identify an entire multiproduct demand system, so that counterfactuals may be simu-

lated (e.g., Berry et al. (1995)). Our goal is distinct. We view Equation 2 as providing a

first order approximation to a demand system, and our goal is to measure how elasticities

(at observed prices) vary at seasonal frequencies. Although in one respect this goal is less

ambitious, in another it is much more, as most demand estimates assume constant price

sensitivities. Estimating seasonality in elasticities presents a new challenge because we

require high-frequency price variation which is exogenous to demand shocks.

Our identification strategy relies on using variation in the depth of promotional price

discounts, conditional on being in a promotional period. Promotions are often coordi-

nated between retailers and manufacturers, and they entail both price discounts and non-

price factors such as mail fliers and additional shelf slots. The fact that promotions are de-

termined in advance means that they are likely uncorrelated with idiosyncratic demand

shocks (conditional on controls for general trends and seasonal fluctuations). However,

comparing quantities sold during promotional and non-promotional periods would be

a poor identification strategy, because it would conflate the price response with the re-

sponse to non-price factors, leading to demand elasticities which are too negative. We

avoid this problem by focusing on depth of promotion, conditional on promotion week.

We implement this identification strategy by estimating Poisson regressions of the fol-

lowing form:

log
(
Quantityit

)
=

(
η0 + η1 sin

(
2π

365
t

)
+ η2 sin

(
2π

365
t

))
log (Priceit)+µiy+θwd+εit, (3)

where quantity is measured in units sold, price is measured in dollars per unit and µiy

is a store-year fixed effect. We control for predictable fluctuations in demand at seasonal

frequencies with θwd, which contains interactions between census division indicators and

sine and cosine (in time) terms.8

8That is,

θwd =
∑
d

1(Divisionit = d)×
(
αd sin

(
2π

365
t

)
+ βd cos

(
2π

365
t

))
.
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Our interest is in the terms η0, η1 and η2, which are the coefficients on log price and its

interactions with sine and cosine terms. These sine and cosine terms allow for seasonality

in the price elasticity of demand. At seasonal frequencies the elasticity varies from η0 −√
η21 + η22 to η0 +

√
η21 + η22

We estimate Equation 3 with conditional Poisson regressions, limiting the sample to

non-holiday store-weeks with promotions. Limiting the sample this way ensures that we

are identifying off of the depth of promotion rather than off of promotion versus non-

promotion periods. This identification strategy is valid if retailers do not systematically

set deeper promotions in anticipation of idiosyncratically high or low demand levels.

By “idiosyncratic” demand levels, we mean demand levels after accounting for store-

year averages, long-run trends, and region-specific seasonal fluctuations. Support for the

identification assumption comes from our results in Section 2. We found that depth of

promotion does not systematically vary at the seasonal frequency, despite the enormous

and easily predicted seasonal fluctuations in demand. We therefore think it is unlikely

that retailers will have deeper promotions in response to idiosyncratic demand fluctua-

tions.

3.2 Seasonal elasticity estimates

Table 4 reports the estimated minimum and maximum price elasticity as implied by

our estimates of Equation 3, along with the week of peak elasticity. For a basis of compari-

son, we report the estimates of the Poisson regression for the full sample of all store-weeks

in column 1. Column 2 reports the estimates from our preferred specification which is

limited to promotional weeks only, and identifies off of depth of promotion conditional

on promotion period. In columns 3-6 we report the results of robustness checks, which

we discuss in more detail in Section 4.

In all specifications and for all categories, we estimate elastic demand that is statisti-

cally distinct from the -1. For our seasonal product categories, we do estimate statistically

significant fluctuations at seasonal frequencies. In our preferred specification, elasticities
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Table 4: Seasonal price elasticity estimates by product category

(1) (2) (3) (4) (5) (6)

A. Canned soup
Min -3.300 -2.883 -2.878 -2.667 -3.027 -2.992

(0.016) (0.028) (0.028) (0.032) (0.034) (0.035)
Max -2.558 -2.194 -2.171 -1.973 -2.162 -2.129

(0.014) (0.024) (0.023) (0.028) (0.029) (0.029)
Peak week 7.308 7.403 6.812 7.352 8.125 7.824

(0.215) (0.412) (0.388) (0.413) (0.488) (0.480)
Optimal p fluctuation 0.135 0.182 0.190 0.237 0.220 0.227

(0.003) (0.010) (0.010) (0.014) (0.012) (0.013)
Observations 7,042,294 1,258,092 1,257,475 1,227,977 527,222 527,222

B. Light beer
Min -5.710 -4.765 -4.770 -4.337 -4.759 -4.775

(0.064) (0.136) (0.135) (0.178) (0.135) (0.134)
Max -5.298 -3.725 -3.718 -3.204 -3.676 -3.637

(0.080) (0.206) (0.207) (0.221) (0.207) (0.203)
Peak week 48.182 8.327 7.821 9.718 8.098 7.784

(1.277) (1.340) (1.309) (1.478) (1.276) (1.197)
Optimal p fluctuation 0.017 0.077 0.078 0.112 0.082 0.086

(0.003) (0.021) (0.021) (0.031) (0.022) (0.022)
Observations 2,357,617 139,335 138,784 136,748 127,768 127,768

C. Toilet tissue
Min -4.919 -3.262 -3.241 -2.919 -3.949 -3.903

(0.036) (0.085) (0.082) (0.092) (0.073) (0.074)
Max -4.575 -3.087 -3.08 -2.797 -3.838 -3.801

(0.027) (0.096) (0.100) (0.098) (0.048) (0.047)
Peak week 44.172 29.852 28.668 30.353 11.461 10.07

(0.894) (5.917) (6.412) (8.569) (5.451) (5.935)
Optimal p fluctuation 0.019 0.025 0.024 0.023 0.010 0.009

(0.002) (0.013) (0.013) (0.016) (0.007) (0.007)
Observations 6,760,796 1,592,453 1,589,389 1,569,777 658,942 658,942

Weeks All Promo Promo Promo Promo Promo
Controls Lag Competitors’ Category Category

Promo Price Avg. price Min. price

Notes: The table reports the results from the Poisson regressions estimating the seasonality of the price
elasticity of demand for each of the three product categories in our study across several alternative speci-
fications. For each category and specification, the minimum and maximum price elasticity of demand are
reported with standard errors reported in parentheses. Additionally, the week-of-year of the peak price
elasticity of demand, and the implied fluctuation in optimal price (given by the difference in optimal prices
at the minimum and maximum elasticities) are reported. In columns (5) and (6), we limit the sample to
grocery stores, for which category-level prices are well-observed. Robust standard errors, calculated with
the delta method and clustered on store, are in parentheses.
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range from -2.88 to -2.19 for canned soup, and -4.77 to -3.73 for light beer. For the control

category, we cannot reject that the minimum (-3.26) and maximum (-3.09) price elastic-

ity for toilet tissue is the same. The estimated own-price elasticities are similar to others

reported in the literature. For example, Chevalier et al. (2003) report elasticities of -5.7

for light beer and -1.98 for eating soup, and Miller and Weinberg (2017) report own-price

elasticities of -4.33 to -6.10 for light beer. Miller and Weinberg estimate fully-specified

multiproduct demand systems which explicitly account for cross-product substitution ef-

fects. We find it reassuring that our elasticities line up with theirs, as we do not explicitly

account for such effects in our baseline specification.

The estimates from our preferred specification are all somewhat less negative than the

estimates in column 1, which are identified by a combination of depth-of-promotion and

promotion vs. non-promotion. These differences are consistent with our concern that the

estimates in column 1 may be driven in part by non-price characteristics such as shelf

slots and mailers, and are likely biased estimates of the price elasticity of demand. We

also find it reassuring that, for toilet tissue, the seasonal fluctuations in elasticity are small

and precisely estimated; that suggests that our identification strategy is able to rule out

large elasticity variations where there should be none.

Our estimated within-year elasticity changes are economically small. We make this

case in three ways. First, we will show in Section 5 that moving from the observed sea-

sonal price path to the seasonal optimal price path yields only very small increases in

profit. Second, we note that the estimated change in elasticity is much less than the im-

plied change in elasticity we might expect given linear demand and observed changes

in quantities. The descriptive evidence suggests that quantities triple (for canned soup)

or double (for light beer) from seasonal trough to seasonal peak. For linear demand and

constant prices, this would imply that the elasticity falls by two-thirds or half. In fact we

see the elasticity falls only by about 30 percent.

Finally, we show that the within-year variation in elasticity implies relatively low

within-year variation in optimal prices. Assuming constant marginal costs, the difference
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in (log) optimal prices between periods t and t′ is

log(Pt)− log(Pt′) = log

[
ηt

ηt + 1

]
− log

[
ηt′

ηt′ + 1

]
, (4)

where ητ is the elasticity of the residual demand curve facing the firm in period τ . We can

use this equation to back out the seasonal fluctuation in optimal prices (for an unknown

but constant marginal cost); it is simply logPt − logPt, where t and t are the periods with

the lowest and highest elasticities.

We report the seasonal fluctuation in the optimal price in Table 4. Although elasticities

for our seasonal products vary by about 30 percent, the implied fluctuation in optimal

prices is smaller: 18.2 log points for canned soup, and 7.7 log points for light beer. This

fluctuation in optimal prices is larger than the observed variation in prices, but roughly

the same order of magnitude, as observed prices fluctuate by about 12 log points for soup

and about 2.3 log points for light beer. Thus, observed seasonal variation for canned

soup prices is 66 percent of optimal variation, and for light beer prices it is 30 percent

of optimal variation. The timing of the optimal price variation is also different than the

timing of observed prices. For both canned soup and light beer, we see that optimal prices

peak in weeks 7-8 in our preferred specification, i.e., in late February. Observed prices for

canned soup peak later in the year, in week 21, or late May/early June, and light beer

prices peak in week 4, or late January.

Thus, the evidence in Table 4 suggests that observed pricing patterns deviate from

simple optimal benchmarks. However, it is unclear how much profit firms are leaving on

the table by this mispricing. In Section 5, we show that foregone profits are small. Before

we report those results, we document the robustness of our quantitative findings on the

seasonality in the elasticity and optimal prices.

4 Robustness

Our empirical approach has abstracted from several potentially important aspects of

consumer demand. In this section, we show that our main results are robust to accounting
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for three important factors that we have so far omitted: storability, local competition, and

multiproduct considerations. Overall, the main result—the magnitude of seasonality in

demand elasticities—is highly robust to accounting for these alternative factors.

4.1 Storability

The products we study can be stored, as they do not perish quickly and do not require

immediate refrigeration. The ability for consumers to store creates a nuance in estimating

the price elasticity of demand when consumers can anticipate their future consumption

needs. If faced with a low (promotional) price today, a consumer anticipating the con-

sumption of chicken noodle soup both this week and next might buy two weeks’ worth

of soup today storing the excess soup in her pantry until future consumption; such stora-

bility can rationalize infrequent promotions as a price discrimination tool (Hendel and

Nevo (2013); Chevalier and Kashyap (2017)). Our baseline results could be misleading if

the estimates reflect the short-run demand response to the price promotions made avail-

able by the consumers’ ability to store each of the goods across multiple weeks.

In our first attempt to show that our main results are robust to allowing for storability,

we reestimate our conditional Poisson regressions but including an indicator for “pro-

motion last week” as an additional control. The idea of this control is that, as Hendel

and Nevo (2013) note, storability implies that people stock up during promotion weeks,

so quantity sold will generally be lower in the week after a promotion week than in the

week of the promotion. Failing to account for this could bias our estimates, so we control

for lagged promotion. We report the results in column 3 of Table 4. The resulting price

elasticities of demand, their seasonal fluctuations, and their peak week are nearly iden-

tical to our preferred specification (column 2). We also find extremely similar implied

fluctuations in optimal prices. Thus, our findings are robust to allowing for a simple

version of storability.

We also considered estimating a richer model of storability. Specifically, we developed

tests for storability based on the model of Hendel and Nevo (2013). As we discuss in Sec-

tion E of the appendix, we find evidence for storability only in the toilet tissue category.
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DellaVigna and Gentzkow (2017), who also examine the canned soup and toilet tissue

categories over a similar time period, find limited evidence of storability as well. We take

the culmination of these results as indicative that our baseline results are unlikely to have

been driven by storability considerations.

4.2 Local competition

Another factor likely to impact the residual demand (and elasticity) grocery retailers

face is the extent of local competition for store patrons. If the pricing behavior of a store’s

local competitors was related seasonally to the depths of its promotions, then our esti-

mates might be misleading. The competition among stores for customers is more likely

to be waged on the persistent price differences reflected in base prices for some compos-

ite set of goods, as opposed to the transient differentials that might exist for individual

products through promotional discounting on any given week. In our baseline results,

the use of store-year fixed effects is likely to account for any persistent price differences

between an individual store and its competitors. Thus, while it seems unlikely that such

competition is likely to bias our estimates, we explore the degree to which the prices of

local competitors might influence our results.

To explore the extent to which local competition might influence our baseline results,

we construct an index of competitors’ prices and include it as a covariate. The price index

for project j in store i and week t is defined as the weighted average price of that product

in that week, among all stores not equal to i in the same county as i. In constructing

this index we use stores in our baseline sample only, and we impute prices (as discussed

above) when they are missing due to zero sales. We weight each store using its annual

market share for the given product, county, and year, so weights do not vary for a given

store-year.

We report the results of including this additional price index of local competitors in

column 4 of Table 4. As a reminder, these estimates already condition on the product be-

ing on promotion for that store-week. Across each of the product categories, the inclusion

of the index of other local stores’ prices for the product does not strongly change the price
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elasticity of demand estimates. In all categories, the estimates of the price elasticity of

demand do become slightly more inelastic, and in the case of the light beer and canned

soup categories the amplitude of the elasticity becomes only slightly larger. We also re-

port for this specification the implied amplitude of the (in log points) optimal price under

the assumption of constant marginal costs. Even with the slightly more inelastic demand

for each category, the implied seasonal fluctuations in the optimal prices are very similar

to our baseline results.

4.3 Multi-product considerations

So far we have abstracted from any multi-product considerations. However, the prod-

ucts we study all have many close substitutes. This raises a problem for our identification

strategy because the price of substitutes could co-vary with our chosen products’ prices.

To show that our estimated elasticities are quantitatively robust to allowing for multi-

product pricing, we consider specifications which control for the price of other products

in the same category. Each category has dozens of products and not all prices are al-

ways observed. We therefore focus on an index of prices of other products in a particular

store in the same category. We consider two definitions of the price index. The first is

a fixed-weight average log price index of other common products in the same category,

with weights equal to average market shares.9 This price index is the appropriate object

to control for if consumers have (unitary) constant elasticity of substitution preferences.

However, we also consider specifications which control for the minimum price among

the other common products in the same category. This price has the interpretation of

being the “effective” price of the other products in the event that all the other products

are perfect substitutes with the good under focus.10 We view both of these alternatives as

spanning the extremes of the types of substitution patterns likely to exist for the products

in our study.

9For canned soup and light beer, we define common products as ones that are available in at least 80
percent of store-weeks, for all food stores in our sample. Due to frequency of purchase for toilet tissue, we
define common products as ones that are available in at least 60 percent of store-weeks, for all food stores
in our sample.

10In both cases, we normalize the prices across the other common products that might vary in their unit
size by averaging across prices that have been normalized to a common size.
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We report the results of these alternative specifications in columns 5 and 6 of Table 4.

In these alternative specifications, we limit the sample to food stores, because the price in-

dexes are only well-populated for this retail type. In column 5 we control for the average

price of many other products in the category, and in column 6 we control for the min-

imum price of other products in the category. Across both types of other price indices,

further controlling for the price of substitutes has very little impact on the level of the

own price elasticity, its seasonal fluctuations, or its seasonal peak, although we do find

modest cross-price effects for light beer. Thus, it does not appear that cross-product sub-

stitution (within store) meaningfully impacts our primary results regarding the seasonal

fluctuations of the price elasticity of demand.

In summary, we view these additional results as both supportive of the baseline results

and the primary identification strategy. In the next section, we provide a sense of the

economic magnitudes of the seasonal deviations in the price elasticities reported in the

baseline results, and discuss their implications.

5 Lost profits from uniform seasonal prices

5.1 Lost profits

So far we have found that observed prices for seasonal products are less variable than

optimal prices, with observed seasonal fluctuations 30 percent as large as optimal fluc-

tuations for light beer and 66 percent as large for canned soup. Here, we argue that the

differences between the implied optimal and observed prices are economically small, as

retailers appear to foregoing very little profit by not pricing with greater (and/or more

appropriately timed) seasonal variability.

Our argument, which follows the approach of DellaVigna and Gentzkow (2019) closely,

proceeds in two steps. First, we back out an estimate of marginal cost at the product-store-

year level assuming that the average price is set optimally. Second, we calculate profits

with optimally time-varying prices, with constant prices, and with prices at the observed

path. At the individual product level, we find that moving from observed or constant
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prices to optimal prices increases profits by less than half a percent of revenue. Aggre-

gating to all plausibly seasonal products under generous assumptions, we find that the

median chain’s profits would increase by at most 1.6 million dollars or 0.134 percent of

revenue.11

Recovering marginal costs We assume that the demand for product j in store i, week

w, and year y is given by Qjiwy = DjiwyP
ηjw
jiwy. This specification parallels our empirical

approach: the price elasticity ηjw varies at the product-week level but not more finely;

Djiwy is an arbitrary demand shifter. We further assume that marginal cost for a given

product-store-year is constant and given by cjiy.

To recover marginal costs, we assume that stores price correctly on average, choos-

ing the average price to maximize variable profits. That is, let P jiy be the average price

charged for product j, by store i, in year y. We assume that:

P jiy = argmaxP
∑
w

(P − cjiy)DjiwyP
ηjw . (5)

Rearranging the first-order condition for P , we obtain an expression for marginal costs:

cjiy =
∑
w

[
(1 + ηjw)DjiwyP

ηjw
jiy

]
/
∑
w

[
ηjwDjiwyP

ηjw−1
jiy

]
.

To back out cjiy and calculate profits, we require estimates of ηjw and Djswy, together

with each product-store-year’s average price P jiy. For ηjw, we take the weekly elasticity

implied by the estimates of Equation 3 from our preferred specification. Our estimate

of the demand shifter is given by D̂jiwy = Qjiwy/P
η̂jw
jiwy.

12 To validate our marginal cost

estimates, we compare them to another data set (from 1989-1997) in which we observe

marginal cost.13 In our data, canned soup’s marginal cost averages $0.60 and light beer’s

marginal cost averages $13.52. Observed marginal costs from the earlier data are $0.50

11In what follows, we ignore any issue of pricing around holidays, as our time varying elasticity estimates
do not pertain to holiday periods. Furthermore, in this section we limit the analysis to grocery stores to
provide a more consistent means of extrapolating the number of all seasonal products and their share of
yearly revenue (see Section C in the appendix).

12This means that in store-weeks with zero sales, D̂jiwy = 0, and price changes do not affect quantities.
We do not believe this is important for our results because these store-weeks would be predicted to have
very low quantities, and hence very low profits, under any alternative approach.

13See Section A.1 in the appendix for details.

29



for canned soup and $11.00 for light beer, highly consistent with our estimates (given

inflation).

Profits under alternative pricing rules We consider profits under optimal prices, as

well as under the observed price path and under constant prices, thus yielding an es-

timate of lost profits from near uniform seasonal price fluctuations. Optimal prices are

given by maximizing profits week-by-week. We use the average price at the product-

store-year level as our measure of constant prices. To obtain the observed price path, we

let prices fluctuate throughout the year around the constant level, with fluctuations given

by the estimated price path. Specifically, along the “observed” path, we set the price in

week w for product j store i and year y as

P̃ obs
jiwy = P jiy exp

{
α̂j sin

(
2π

365
7w

)
+ β̂j cos

(
2π

365
7w

)}
,

where α̂j and β̂j are the estimated coefficients on the sine and cosine terms from Equation

1 (when log price is the dependent variable). This expression takes the constant price and

moves it up or down during the year according to observed seasonal movements.

Lost profits The first two rows of Panel A of Table 5 reports the yearly lost profits from

constant or observed pricing, relative to optimal pricing, for the products we study. The

losses are very small: $7-$11 for canned soup and $7-$13 for light beer. These magnitudes

represent between 0.06 to just under 0.50 percent of annual revenue for these products in

the median store. However, each store offers thousands of products. To provide a sense

of the implications these lost profits calculated at the product-level might have on store or

chain level decisions, we scale up our product-level estimates to both the store and chain

level.

To scale up our estimates, we assume that the profit lost from seasonal mispricing is

a constant share of revenue for seasonal products, and estimate the total revenue coming

from plausibly seasonal products across stores in our sample.14 Panels B and C of Table 5

report the results of this calculation, for at the store- and chain-level, respectively. We ob-

tain the total profit lost as the total revenue of all plausibly seasonal products, multiplied

14We explain how we identified plausibly seasonal products in Section C of the appendix.
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Table 5: How much profit could retailers be losing relative to optimal pricing?

Canned Soup Light Beer

Panel A: Product-Store Level

Constant price $7 (0.292%) $13 (0.100%)
Observed seasonal price path $11 (0.428%) $7 (0.059%)
Constant price, assumed less elastic demand $28 (1.101%) $191 (1.524%)

Panel B: Store Level

Constant price $12,390 (0.093%) $4,598 (0.036%)
Observed seasonal price path $18,173 (0.135%) $2,707 (0.017%)
Constant price, assumed less elastic demand $46,451 (0.347%) $69,775 (0.437%)

Panel C: Chain Level

Constant price $1,116,170 (0.092%) $240,315 (0.030%)
Observed seasonal price path $1,619,839 (0.134%) $122,556 (0.017%)
Constant price, assumed less elastic demand $4,232,865 (0.346%) $4,086,091 (0.447%)

Notes: The table reports the results of the lost profit calculations described in Section 5.1, in annual dollars
and as a share of revenue in parentheses, for the median UPC, store, and chain. At each level, the lost
profits in dollars and share of revenue are reported for uniform prices, the observed price path, and for
uniform prices but under much more inelastic demand than our empirical results suggest (i.e., maintaining
the range of the seasonal distribution but setting the absolute minimum level at 1.5).

by lost profit as a share of revenue for canned soup (in column 1) or light beer (in column

2). Although this procedure is crude, we believe that it provides a conservative upper

bound on profits lost from failing to seasonally price, because we have chosen a wide set

of plausibly seasonal products, and because it assumes that all seasonal categories expe-

rience equal seasonal fluctuations, but we selected categories that we believed ex ante to

be especially seasonal.

Taking the revenue weighted average of each products’ lost profit estimates, the im-

plied median store-level lost profit from uniform pricing is $7,979.15 Using the same rev-

enue weighted average across both products, the median chain loses $620,455. Even tak-

ing the extreme stance that the lost profits estimated by the observed pricing pattern for

our canned soup product scales to all seasonal products amounts to lost profits for the

15For this calculation, we use the revenue weights implied by the total yearly revenue of all stores re-
ported in Table C.1 of the appendix.
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median store of $18,173, and for the median chain of 1.6 million dollars. These numbers

are small in multiple senses. They represent a small share of the $13 million in revenue

for the typical store and the $1 billion in revenue for the typical chain, and they are small

relative to the lost profit from uniform pricing across stores, which are for example $16

million for the median chain (DellaVigna and Gentzkow (2019)).

It may be surprising that, even with elasticity variation of 30 percent or more, retailers

lose very little profit from seasonal pricing. Indeed, DellaVigna and Gentzkow (2019) find

a similar range of elasticities between 10th and 90th percentile of stores, and find retailers

give up roughly 1.5 percent of revenue from charging uniform prices across stores. The

key explanation for why we find low lost profits is that, despite this elasticity variation,

demand never becomes close to inelastic, and at most elasticities, optimal prices vary

little with the elasticity. To highlight the role played by the level of the elasticity, we re-

estimated lost profits, but shifting the elasticity distribution so that the minimum price

elasticity of demand (in absolute value) is 1.5.16 We report these lost profits in the row

labeled “assumed less elastic demand.” Although the range of the elasticity is the same

in this row (0.7 for canned soup and 1.0 for light beer), the overall magnitude is smaller,

and the result is a substantial increase in lost profit—now 1 to 1.5 percent of revenue for

the median store-product, or about 4 million dollars for the typical retail chain. Thus, the

key to the little lost profit result is that demand always remains highly elastic across the

year.

5.2 Discussion

Overall, we interpret our results as generally supportive of approximate profit max-

imization in the context of seasonal demand fluctuations. Under the assumptions that

(i) marginal costs are constant over quantities and over the year, (ii) retailers face the ob-

jective function given by Equation 5, and (iii) average prices are set optimally; we find

that retailers’ pricing of seasonal products is nearly optimal, in the sense that they give

16We chose this number because it is roughly the minimum store-level elasticity found by DellaVigna
and Gentzkow (2019). It is important to note, however, we are able to reject this price elasticity of demand
for all products, across all specifications, for all weeks of the year (see Table 4).
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up very small profits. We believe this evidence is unusual as the standard approach is to

assume profit maximization and work out its implications (e.g., implied marginal costs

or merger effects). Recent work has questioned the profit maximization assumption but

generally documented departures from it (Hortaçsu and Puller (2008); Goldfarb and Xiao

(2011); Cho and Rust (2010); Goldfarb and Xiao (2018); Ellison et al. (2018); DellaVigna

and Gentzkow (2019)).

This conclusion is only as strong as our assumptions. We discuss these assumptions

in turn. First, we do not believe that varying marginal costs are important for our study.

Here, it is important to distinguish between two cost concepts: first is the marginal cost of

production, and second is the marginal cost of putting an item on a shelf, which includes

the opportunity cost that the shelf space could have been used for a different product.

Although production costs may increase with quantities, the products we study are eas-

ily stored throughout the year in warehouses. We expect, therefore, that soup, beer, and

toilet tissue are produced uniformly throughout the year (minimizing average marginal

cost over year). It is possible that the cost of shelf space varies over the year, as demand

for groceries may be higher in some parts of the year than others. However, recall that

the demand for beer peaks in the summer and demand for soup peaks in the winter. It

cannot be true that the cost of shelf space peaks (or falls) in both seasons. We conclude

that constant marginal cost is likely an innocuous assumption in our context. To provide

additional support for this view, we investigated if the wholesale price of our two sea-

sonal products varies over the year using the Dominick’s grocery data (see Section D in

the appendix). Consistent with our maintained view, we find very small fluctuations in

the wholesale price at the seasonal frequency for our two seasonal products.17

Our second assumption is that retailers are setting prices to maximize the (static) prod-

uct level variable profits (summarized by Equation 5). In practice there are several reasons

this assumption might fail. One reason is the possibility of cross-product substitution.

Such a consideration would likely raise the optimal price level, but it would likely not

change the seasonal fluctuation in optimal prices.18 Another possibility is that firms’ true

17Furthermore, using wholesale prices from a national wholesaler, Stroebel and Vavra (2017) document
near uniform prices across MSAs.

18Allowing for multi-product considerations influences the seasonality of optimal prices only to the ex-
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objective includes long-run considerations, such as customer goodwill or brand value.

Retailers no doubt care very much about how customers perceive them. Our results

show however that such considerations are not necessary to rationalize the observed low

volatility of prices at seasonal frequencies.

Our final assumption is that average prices are set optimally. This assumption is of

course weaker than what is commonly made in the literature. The standard in industrial

organization is to assume that average prices are set optimally moment-by-moment and

product-by-product. We have no way to verify the optimal average price assumption

and we view it as the most critical and the most suspect. Our results show that the low

volatility of prices at seasonal frequencies could be optimal, but they provide no evidence

that the average price level is correct. Testing this assumption would likely require, at a

minimum, data on marginal cost, although such data might be difficult to obtain given

that the marginal cost to a retailer includes the opportunity cost of retail space. Evidence

on the optimality of average prices would be an important question for future research.

6 Conclusions

By leveraging the breadth and granularity of product-level scanner data across sev-

eral thousand grocery stores across the US, we provide novel evidence regarding the near

uniformity of prices at seasonal frequencies. Focusing on products with large seasonal

shifts in demand, we find substantial seasonality in quantity sold, but little seasonality

in prices, with most observed seasonal price fluctuations coming from shifts in the fre-

quency of promotions and not on either the level of base prices or the size of promotional

discounts.

Leveraging the high frequency variation in prices generated by promotional discounts,

we estimate seasonal variation in the price elasticity of demand. Elasticities vary across

the season, although by much less than quantities. The seasonal variation in elasticities

implies a seasonality in markups is larger than the observed seasonality in prices, point-

tent that cross-price elasticities vary at seasonal frequencies. We have found that own-price elasticities vary
little at seasonal frequencies, so we expect that cross-price elasticities vary little at seasonal frequencies as
well. For a further exploration on the role of multi-product considerations see Section 4.3.
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ing to mispricing. However, this mispricing does not necessarily imply large lost profits

relative to simple benchmarks. Under generous assumptions, we find that the median

chain foregoes less than 0.134 percent of annual revenues in profit with uniform seasonal

pricing. We find small revenue losses because despite modest fluctuations in the price

elasticity of demand seasonally, demand never approaches becoming inelastic–at which

point the opportunity cost of near uniform pricing would become more important.
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For Online Publication

A Base Price Algorithm

We suggest a simple and straightforward algorithm to construct “base” prices allow-
ing for time-varying base prices. Traditionally (e.g., Hendel and Nevo (2003, 2013)), ad-
hoc procedures have been used to establish these base prices (e.g., single base price over
a predetermined time period), and thus subsequently the promotional periods that are
further inferred from price deviations (e.g., beyond a threshold) from the base price. For
example, Hendel and Nevo (2003) establish the base price at a particular period to be the
modal price observed for that product over the two years, and define a “promo” as any
period where the price is 5 percent below this level. Our algorithm is different from the
literature in three ways. First, we do not predetermine the number of base prices over
a fixed length of time. Second, the algorithm is robust to various depth of either price
dips or jumps (i.e., we do not need to take a stance on the minimum/maximum price
difference between base and non-base prices). Third, selection of the parameters for the
algorithm can be guided by documented practices of grocery retailers, as well as the price
path and promotion activity for stores with information on both.

From a time series of observed weekly prices, (pt)
t=T
t=τ , for each product and each

store, the algorithm constructs a time series of “base” prices, (bt)t=Tt=τ , over the same set
of weeks.19 The algorithm requires two parameters–the maximum consecutive weeks al-
lowed for promo period (γ1 − 1) and the minimum length of weeks required for non-
promo period (γ2).

To present in more detail the specifics of the algorithm, an example time series of prices
(pt) is presented in the second column of table A.1. The price path exhibited in table A.1
indicates that a typical price dip lasts one week. From pt, it is evident that there are likely
two sets of base prices. The first base price is 1.0 during weeks 1-3 and 8-11. The second
base price is 0.8 during weeks 4-7. Among these base prices, a promotional price of 0.4
is run during week 4, and 0.6 during week 6. Akin to what would be experienced in the
price paths of the Nielsen dataset, it appears that a modest deviation from the base price
is experienced during week 9 when the observed price increases to $1.1 for just one week.
Ideally, the base price algorithm would be able to distinguish between the two base prices
of a 1.0 and 0.8, without incorrectly attributing the other prices observed in the time series
to base prices.

The first step of the algorithm detects smooth base prices during price dips. We use
the hyperparameter (γ1) and construct the lower envelope of both a “forward” and “back-
ward” γ1-period cumulative maximum of the observed time series of prices to construct
the candidate time series of base prices. In the example, we let γ1 = 2 based on the
observation that price dips last one week typically. The “forward” 2-period cumulative
maximum (pft ) is reported in the third column, while the “backward” 2-period cumulative
maximum (pbt) is reported in the fourth column. To construct the lower envelope of these

19(pt)
t=T
t=τ would not have any missing values as they are already imputed by the median chain-state-week

prices.
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two price series, we take the period-wise minimum of both of these series to construct the
first step’s candidate base price time series. We call this step of the algorithm the minimax
filter-smoother step, and report the resulting time series in the fifth column (b̃t).

In case of price paths where promotions never lasted longer than γ1 − 1 periods, the
minimax filter-smoother step could almost perfectly identify base prices from promo-
tional prices. However, in the event that small week-to-week deviations in prices occur
for likely idiosyncratic reasons tied to measurement or reporting issues, this single step
will still yield a modest amount of noise in the construction of the base price. Given the
minimax formulation of the first step, positive measurement errors, like the one experi-
enced in week nine, are likely to be the most influential to the base price construction. For
example, at the culmination of the minimax step of the algorithm, week nine posits that
the base price for that period is 1.1, a price that only occurs once in the time series, and is
much more likely to be the consequence of measurement error.

To ameliorate the algorithm’s sensitivity to these sorts of measurement errors, the sec-
ond step of the algorithm detects smooth base prices during price jumps or short dips.
In particular, the maximum length of the autocorrelation of measurement errors will be
controlled by the hyperparameter, γ2. Another way to view this hyperparameter is the
minimum uninterrupted sequence length a base price must have over the duration of its
spell.

We let the upper envelope of both a “forward” and “backward” γ2-period cumulative
minimum of the time series of candidate base prices resulting from the first step (b̃t) to
construct the final candidate time series of base prices, (bt). In our example, data shows
that the typical plateau periods last at least two weeks, and therefore we set γ2=2. In table
A.1, the “forward” 2-period cumulative minimum of the first step’s base price time series
is reported in the sixth column (b̃ft ). The “backward” 2-period cumulative minimum of
the observed time series is reported in the seventh column (b̃bt). To construct the upper
envelope of these two price series, we take the period-wise maximum of both of these
series to construct the second step’s final candidate base price time series, bt. We call this
step of the algorithm the maximin filter-smoother step. As was desired, this second step
has the effect of smoothing over the short-lived idiosyncratic price increases that are less
likely to be base prices and more likely to be the result of measurement error.

In summary, the base price algorithm is a straightforward implementation of two
filter-smoother steps that both have the interpretation of a minimax (maximin) approach.
Both steps are parameterized by separate hyperparameters, γ1 and γ2, respectively. The
specific details of each step in the algorithm are provided below.

Steps for Base Price Identification
For any given observed time series of prices (pt)

t=T
t=τ and a set of hyperparameters

(γ1, γ2),

1. Minimax(γ1) filter-smoother:

• Construct γ1 period forward cumulative max of the observed price series, pft .

pft = max{pt, pt−1, ..., pt−(γ1−1)}, ∀τ + (γ1 − 1) ≤ t ≤ T

• Construct γ1 period backward cumulative max of the observed price series, pbt .
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Table A.1: An Example Price Path: Minimax/Maximin filter-smoother

t pt pft pbt b̃t b̃ft b̃bt bt

1 1.0 - 1.0 1.0 - 1.0 1.0
2 1.0 1.0 1.0 1.0 1.0 1.0 1.0
3 1.0 1.0 1.0 1.0 1.0 0.8 1.0
4 0.4 1.0 0.8 0.8 0.8 0.8 0.8
5 0.8 0.8 0.8 0.8 0.8 0.8 0.8
6 0.6 0.8 0.8 0.8 0.8 0.8 0.8
7 0.8 0.8 1.0 0.8 0.8 0.8 0.8
8 1.0 1.0 1.1 1.0 0.8 1.0 1.0
9 1.1 1.1 1.1 1.1 1.0 1.0 1.0
10 1.0 1.1 1.0 1.0 1.0 1.0 1.0
11 1.0 1.0 - 1.0 1.0 - 1.0

Notes: The table provides an example of the minimax (first) filter-smoother step of the base price algorithm,
as well as the maximin (second) filter-smoother step for a hypothetical observed time series path of prices.
The second column presents the observed price series (pt). The third column (pft ) presents the “forward”
γ1 = 2-period cumulative maximum, while the fourth column (pbt) presents the “backward” γ1 = 2-period
cumulative maximum. The fifth column (b̃t) presents the lower envelope of the two cumulative maximum
series by taking the period-wise minimum. The sixth column presents the resulting price series from the
first step (b̃t). The seventh column (b̃ft ) presents the “forward” γ2 = 2-period cumulative minimum, while
the eighth column (b̃bt) presents the “backward” γ2 = 2-period cumulative minimum. Finally, the last
column (bt) presents the upper envelope of the two cumulative minimum series by taking the period-wise
minimum.
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pbt = max{pt, pt+1, ..., pt+(γ1−1)}, ∀τ ≤ t ≤ T + (γ1 − 1)

• Take period-wise minimum of the two price series b̃t = min{pft , pbt}.

b̃t = min{pft , pbt}, ∀τ ≤ t ≤ T

2. Maximin(γ2) filter-smoother:

• Construct γ2 period forward cumulative min of the observed price series, b̃ft .

b̃ft = min{b̃t, b̃t−1, ..., b̃t−(γ1−1)}, ∀τ + (γ1 − 1) ≤ t ≤ T

• Construct γ2 period backward cumulative min of the observed price series, b̃bt .

b̃bt = max{b̃t, b̃t+1, ..., b̃t+(γ1−1)}, ∀τ ≤ t ≤ T + (γ1 − 1)

• Take period-wise maximum of the two price series bt.

bt = max{b̃ft , b̃bt}, ∀τ ≤ t ≤ T

The resulting price series, bt, is the base price for the algorithm with hyperparameters
(γ1, γ2).

In the paper, we reported summary statistics of the resulting base prices for each cat-
egory using the hyperparameters γ1 = 5 and γ2 = 7 (panel D in table 2).20 In figures
A.1–A.3, we present a more detailed summary of the base prices at the store-year level
for each category. All of the figures are heatmaps of joint distributions of a particular
share of weeks that are within 5 percent of the base price (vertical axis) and the number
of distinct base prices (horizontal axis), for that store-year. For each heatmap, the warmer
colors (orange-yellow) denote a higher share of store-years that reside within that partic-
ular cell, whereas a cooler (blue) or empty cell denotes a small or zero share of store-years
resides in that cell.

Our base price algorithm does in fact find that the price observed in a majority of
weeks is at a base price, and that the number of distinct base prices experienced within
a year at a store usually falls below four. While these broad patterns hold across all the
categories, it is apparent that the light beer category demonstrates a higher tendency to
be at a base price and for the base prices to be more stable over the year. Each of the other
categories has more weeks that appear to deviate from the base price, and to some extent
more propensity to change the base price within the year.

20Data observation suggests that natural candidates for maximum length of promo is between three and
four weeks and minimum length of non-promo is between six to seven weeks, but it will turn out that the
results of our algorithm will not significantly change over a modest range of values.
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Figure A.1: Number of base prices and share of base prices for canned soup

This figure plots the distribution of number of base prices and the share of all weekly observations that are equal to the
imputed base price where the unit of observation is a store-year for a 10.75 oz can of Campbell’s Chicken Noodle Soup.
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Figure A.2: Number of base prices and share of base prices for light beer

This figure plots the distribution of number of base prices and the share of all weekly observations that are equal to the
imputed base price where the unit of observation is a store-year for a 24-pack of 12 oz. cans of Bud Light .
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Figure A.3: Number of base prices and share of base prices for toilet tissue

Source: Nielsen Retail Scanner Data, and authors’ calculations

This figure plots the distribution of number of base prices and the share of all weekly observations that are equal to the
imputed base price where the unit of observation is a store-year for an 8-pack of Scott toilet paper.
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One might worry that the characterization of base prices and subsequently the peri-
ods of promotional price discounts could be sensitive to the selection of hyperparameters
(γ1, γ2). To provide a sense to which this is the case, we re-ran our base price algorithm
under two alternative sets of hyperparameters–one specification that used a longer win-
dow length (γ1 = 6, γ2 = 8) and one specification that used a smaller window length
(γ1 = 4, γ2 = 6). After imputing these alternative base prices, we construct a new set
of promo indicators using our benchmark threshold of 10 percent. Table A.2 reports the
promotional frequencies and the pairwise correlations of both the base prices and promo-
tional indicators under each of these alternative hyperparameters across all four of our
product categories.

Overall the identification of base prices appears robust to modest changes in the se-
lection of hyperparameters. First, the overall estimated frequency of promotions varies
very little as you change the hyperparameters. For example, in canned soup the range of
promotional activity is from 0.16 to 0.18 across the three hyperparameter specifications.
The connection between the length of the windows set by the hyperparameters and the
frequency of promotion is clear across each of four product categories: as the window
sizes lengthen the estimated base prices are more stable, and the subsequent frequency of
promotional activity is higher.

Additionally, the pairwise correlation of each of the three (for each product category)
alternative promotional indicators and base prices is close to one. Across all hyperparam-
eter specifications and product categories, the smallest pairwise correlation coefficient for
the promotional indicator is 0.91, and for the base price is 0.98, in the light beer and
canned soup categories, respectively. The pairwise correlation coefficients also indicate a
sense of “continuity” in the algorithm viewed as a function of the hyperparameters. For
hyperparameters that are closer to each other, the resulting baseprice and promotional
indicators also tend to have higher conformity.

In summary, we view the results presented in this section as comforting as they relate
to the value of our base price algorithm. Generally speaking, the behavior of imputed
base prices from our algorithm for each of our four product categories aligns with stan-
dard conventions on the pricing activity of retailers. While variation in the frequency of
promotion and base price changes do occur across each of the three product categories,
there does not appear to be a lot of sensitivity of the base prices to modest changes in
the set of hyperparameters used. And, the algorithm exhibits behavior that facilitates
transparent tailoring of the hyperparameter choices in order to affect the resulting es-
timates of base prices. While these results are comforting, they still leave little in the
way of independent validation of the algorithm’s assessment of base prices and resulting
promotional activity. In the next section, we implement our base price algorithm to an
alternative dataset which affords us the opportunity to provide such validation.

A.1 Base price algorithm case study: The Dominick’s dataset

In this section, we evaluate how closely the base price algorithm mimics the promotion
practices of retailers. To provide such an assessment, we leverage the promotional activ-
ities reported in an alternative scanner dataset of the now defunct grocery retailer, Do-
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Table A.2: Base price algorithm statistics under alternative hyperparameters

γ1 = 4 γ1 = 5 γ1 = 6
γ2 = 6 γ2 = 7 γ2 = 8

A. Canned soup
Promo freq. 0.16 0.17 0.18
ρ1j(Promo) 1 - -
ρ2j(Promo) 0.96 1 -
ρ3j(Promo) 0.93 0.97 1
ρ1j(Base price) 1 - -
ρ2j(Base price) 0.99 1 -
ρ3j(Base price) 0.98 0.99 1

B. Light beer
Promo freq. 0.07 0.08 0.08
ρ1j(Promo) 1 - -
ρ2j(Promo) 0.95 1 -
ρ3j(Promo) 0.91 0.96 1
ρ1j(Base price) 1 - -
ρ2j(Base price) 0.99 1 -
ρ3j(Base price) 0.99 0.99 1

C. Toilet tissue
Promo freq. 0.22 0.23 0.24
ρ1j(Promo) 1 - -
ρ2j(Promo) 0.97 1 -
ρ3j(Promo) 0.95 0.98 1
ρ1j(Base price) 1 - -
ρ2j(Base price) 0.99 1 -
ρ3j(Base price) 0.98 0.99 1

Source: Dominick’s and authors calculations. Notes: The table reports the frequency of promotion, as well
as the pairwise correlation coefficients of both the imputed base prices and indicators of a promotional price
discount of our base algorithm described in this section. Each of these statistics is reported for the modal
product of each of our product categories.
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Table A.3: Summary statistics for Dominick’s price of Campbell’s Chicken Noodle Soup

Variable Mean Overall std. Within std.

Price ($/can) 0.57 0.096 0.094
Simple discount 0.08 0.281 0.280
Impute 0.03 0.180 0.168

Source: Kilts Marketing Center University of Chicago, Dominick’s Data. Notes: The table shows summary
statistics for the 31,567 store-week observations of prices and promotional activities for the 10.75 oz can of
Campbell’s Chicken Noodle Soup. The weekly price observations come from 85 stores over an average of
372 weeks (per store).

minick’s, that operated about 100 stores in the Chicagoland area until 2013.21 Much like
the Nielsen dataset, the Dominick’s data contains weekly information on the posted price
and quantity sold for each product in each store in each week. In contrast to the Nielsen
data, the Dominick’s scanner dataset also reports for each product-store-week whether or
not the product was on promotion that week. In particular, the dataset provides promo-
tion in three measures–“Bonus Buy,” “Coupon,” or “Simple Price Reduction.” Although
we have discovered that sometimes promotional activities are under- or miss-reported
in Dominick’s scanner data, this dataset offers a unique opportunity to validate our base
price algorithm in a grocery retail environment.

For the product we use in this exercise, Campbell’s Chicken Noodle Soup, the Do-
minick’s dataset never reports the use of “Coupon” promotional activity. Furthermore,
preliminary regressions reveal that “Bonus Buy” promotional activity is not closely linked
to changes in per unit prices. In fact, in a regression of the logarithm of the per unit price
on indicator for “Bonus Buy” and “Simple Price Reduction,” together with a set of month-
price tier fixed effects, the estimated size of the price effect of a product being on “Bonus
Buy” in that store-week is less than the benchmark threshold (10 percent) used in our
baseline analysis. We also strongly reject the null hypothesis that the effect on prices of
the two promotional activities is the same. Given that the objective of our algorithm is to
infer promotional activities through changes in prices, we focus our validation exercise in
picking up “Simple Price Discounts.”

Table A.3 presents some stylized facts about the prices for Campbell’s Chicken Noodle
Soup in the Dominick’s dataset. The sample consists of an unbalanced panel of 85 stores
reporting prices and units sold from September 20, 1989 to May 7, 1997. During this
time period the average price was 57 cents, and was put on a “simple price discount” in 8
percent of store-weeks, a modest decrease from the frequency of promotion that we found
in our main analysis. In the aggregate time series, Campbell’s Chicken Noodle Soup was
on discount in at least one Dominick’s store in 8 percent of weeks over the time period
of our sample. Lastly, the extent of imputed prices due to a store-week not reporting any

21This dataset is also made available by the Kilts Center for Marketing at the University of Chicago, and
was used in the analysis of Chevalier et al. (2003) and Nevo and Hatzitaskos (2005). For more information,
see https://www.chicagobooth.edu/research/kilts/datasets/dominicks.
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Table A.4: Type I and type II error rates of base price algorithm

Discount Discount
Non-missing

Hyperparamters Type I Type II Type I Type II

γ1 = 4, γ2 = 6 0.10 0.04 0.09 0.04
γ1 = 5, γ2 = 7 0.10 0.04 0.10 0.04
γ1 = 6, γ2 = 8 0.10 0.04 0.09 0.04

Source: Kilts Marketing Center University of Chicago, Dominick’s Data. Notes: Type I and II error rates for
identification of promotional prices of the 31,567 store-week observations of prices for the 10.75 oz can of
Campbell’s Chicken Noodle Soup of the base price algorithm. The weekly price observations come from 85
stores over an average of 372 weeks (per store), together with the reported promotional activities reported
by Dominick’s. Type I error rates are defined as the percent of weeks defined as a promo conditional on
Dominick’s not reporting that store-week as having a promotion, while type II error rates are defined as
the percent of weeks defined as non-promo week conditional on Dominick’s reporting that store-week as
having a promotion.

sales is minimal comprising 3 percent of store-weeks.
As was documented for retailers more generally by DellaVigna and Gentzkow (2019),

Dominick’s also exhibited relatively homogenous pricing at the product level across its
100 stores in any given week. To the extent that there are across-store differences in posted
prices of a product for a given week, they are explained by the 12 price zones Dominick’s
used to set their prices at four different price tiers. To this point, while store (price tier)
fixed effects explain as little as 4 (2.6) percent of the variation in prices over the 85 stores
and 400 weeks, a set of week-of-sample fixed effects explains as much 90 percent of the
variation. We exploit the almost uniform pricing within a price tier to infer missing prices
before we implement our algorithm.

The assessment of the algorithm is done by three steps. First, for store-weeks in which
price is missing because no quantity is sold, we impute prices with the median price ex-
perienced in all the stores of that price tier. Second, we use our base price algorithm to
impute base prices from the time series of weekly prices for a 10.75 ounce can of Camp-
bell’s Chicken Noodle Soup (our modal product for the canned soup category) in each of
the stores in the Dominick’s dataset. Third, we compare the implied promotional activi-
ties by the algorithm with those reported by Dominick’s for that product-store-week.

Table A.4 reports the type I and type II error rates of our base price algorithm for
three sets of hyperparamters (γ1, γ2). We define type I error rates as the percent of weeks
defined as a promo by the algorithm conditional on Dominick’s not reporting that store-
week as having a promotion. Type II error rates are defined as the percent of weeks
defined as non-promo week by the algorithm conditional on Dominick’s reporting that
store-week as having a promotion. The “Discount” columns report the error rates for all
store-weeks, while in the last two columns we restrict the store-week observations to only
those that did not require any price imputation. Due to the under- or false reporting from
Dominick’s, the error rates are likely to be overestimated.
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Figure A.4: Dominicks case study examples

Source: Kilts Marketing Center University of Chicago, Dominick’s Data. Notes: The figure reports the
time series for two stores over several weeks of the observed price of a 10.75 oz can of Campbell’s Chicken
Noodle Soup (in blue), together with the base price (in red), as well as gray lines denoting the weeks in
which Dominick’s reported that a price discount was used in that store-week.

Several clear patterns emerge from table A.4. First, the performance of the algorithm
appears relatively stable across the alternative choices of hyperparameters. The robust-
ness of the algorithm to these hyperparameters is comforting, and was discussed in re-
lation to our baseline sample in more detail earlier. Second, the type I and II error rates
are modest, and given the likely measurement error in underreporting some promotional
activity likely overestimates of the true false-positives and false-negatives. For instance,
as soon as you restrict the evaluation to simple discounts and periods in which no prices
had to be imputed, the maximum error rate (across both type I and II and sets of hyper-
parameters) is 10 percent. As we will show next, it’s highly likely some of these errors of
the algorithm are due to measurement error in Dominick’s data.

To provide some casual evidence to support our view that the error rates reported in
table A.4 are conservative, we also report some particular instances of the observed time
series of prices as well as the imputed base price for a couple of stores. In particular,
figure A.4 reports the time series for two stores (stores 2 and 86) over several weeks of the
sample, as well as the promotional activity reported by Dominick’s over those weeks.

Several instances of false reporting on the part of Dominick’s are evident from this fig-
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ure. In particular, a price discount in week 217 for store 2, and week 231 and 233 for store
86, seems is not reported by Dominick’s. Contrast those periods, with the reported price
discount that Dominick’s reported as having occurred in week 234 in store 86. Of course,
if the $0.65 price in week 234 was in fact a price discount, it seems difficult to reconcile
why the remaining weeks of that month would not also have been considered a price
discount. These patterns indicate that measurement error may exist in the Dominick’s re-
porting of promotional activities, resulting in inflated type I and II error rates of our base
price algorithm. In this light, we view the stable and strong performance of the base price
algorithm in this sample of retailer behavior as providing substantial support for its use
more systematically in the Nielsen Retail Scanner dataset used in the baseline analysis.

B Temperature fluctuations account for quantity fluctua-
tions

We now provide evidence to support the argument that the large seasonal fluctuations
in quantities we have documented are driven by demand rather than supply shocks, and
specifically by temperature fluctuations. This evidence rules out, among other possibil-
ities, that all of the high demand is driven by the slight fall in prices we observe. It
also provides support that the demand fluctuations we are capturing are driven by the
slow(er) moving change in weather as opposed to the more distinct shifts driven by “one-
off” holiday events.

To provide this evidence, for each of our products we estimate an alternative Pois-
son regression model replacing the trigonometric terms in equation 1 with a transformed
measure of temperature at the county-week level (NOAA (2019)).22 Specifically, for canned
soup we use the weekly sum of heating degree days (HDD), and for light beer we use the
weekly sum of cooling degree days (CDD). The outdoor temperature is unlikely to af-
fect the consumption of toilet tissue, but to conduct this exercise for this category we use
heating degree days given that any seasonal cycle in quantities we have picked up co-
incide with colder weather.23 To allow for the possibility that what drives demand for
these products is more the fluctuations in “anticipated” weather, and less fluctuations in
the “idiosyncratic” weather, we decompose each county’s weather into a “normal” and
“deviation from normal” and let both enter into the specification.24 After estimating the

22We use the daily degree days reported by NOAA across each climatic division. For some states NOAA’s
climatic divisions coincide with counties exactly. For other states (e.g., California) climatic divisions can
overlap several counties, or else not exhaustively make up a county. For counties with more than one
climatic division, we take the (simple) average of the heating/cooling degree days for the climatic divisions
covering some part of that county.

23Heating degree days are defined as the number of degrees the average daily temperature is below 65
degrees Fahrenheit. Cooling degree days are defined as the number of degrees the average daily tempera-
ture is above 65 degrees Fahrenheit.

24This decomposition is constructed by running separate regressions for each county of heating (cooling)
degree days on a sum of sine and cosine terms constructed to pick up fluctuations at the annual frequency.
We interpret the predictions from this regression as the “normal” temperature, and the residuals from these
regressions as the “deviation from normal.” We also conducted this analysis using week-of-year fixed
effects to identify normal temperature and found broadly similar results.
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alternative specifications for each category, we construct the week-of-year means of the
predicted quantities coming solely from within store-year fluctuations in weather. It is
important to note that while allowing for both “normal” and “deviation from normal” to
enter into the specification is important to capture the different ways weather can stimu-
late demand, for the results to follow we use the predictions coming from the combination
of both forms of fluctuations.

Figure B.1 reports the estimated seasonal fluctuations in quantities generated by tem-
perature fluctuations for each of our three products. For comparison purposes, we also
replicate the seasonal fluctuations estimated from our baseline set of Poisson regressions.
In each panel, the results from the baseline specification are reported as the solid lines
(and labeled with “Q”), while the specifications incorporating temperature are reported
as dashed lines (and labeled with “Q given T”).

The seasonal components of quantity demanded across each of our targeted products
display strong parallels with the seasonal components predicted by fluctuations in tem-
perature experienced by the stores in our national sample. Although modest shifts in the
phase of the seasonal component appear for canned soup, the seasonal fluctuations pre-
dicted by changes in weather and our baseline seasonal cycles for light beer appear almost
in perfect tandem. Additionally, the amplitudes of the seasonal fluctuations in quantities
predicted by weather alone for each of our products are comparable to those estimated
in the baseline specifications. For toilet tissue, we find that weather has no explanatory
power for the (very modest) seasonal fluctuations we do observe.

The parallel patterns for each product category are particularly striking given that in
the baseline specification the estimation of each seasonal component put very little struc-
ture on when each cycle peaks. All together, the results indicate that the shifts in demand
generating much of the fluctuations in quantity demanded documented in section 2 are
most likely driven by the slow-moving, changing appeal of consuming each of these sea-
sonal products as the outside temperature changes during the year.
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Figure B.1: Temperature’s role in the seasonal fluctuations of quantities
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Notes: The figure plots the predicted seasonal components of log quantities based on our benchmark spec-
ification (solid line) and the specification which uses a transformation of temperature (dashed line), by
product.
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C Lost Profit Calculations: Seasonal Categories

We scale up our product-level estimates of lost profits to the store and chain level. To
do so, we assume that the lost profit as a share of revenue is constant for all seasonal
products. We obtain revenue using the 40 product modules reported by DellaVigna and
Gentzkow (2019). These products make up 36.2 percent of yearly revenue for food stores.
Next, our approach requires us to identify seasonal categories, so that we can identify
canned soup’s and light beer’s share of revenue amongst them. We started with the as-
sessments of MacDonald (2000) and Chevalier et al. (2003) to determine which categories
are seasonal. Some of the product categories included in the 40 modules have not been
characterized in the literature as being seasonal or not. Using our judgement, we included
some additional categories with likely seasonal demand always erring on the side of cau-
tion (i.e., to allow for as many seasonal products as possible). We report the total set of 40
product modules, their yearly revenue, and the final set of seasonal products in Table C.1.
For our chosen categories, canned soup and light beer, yearly revenues make up 2.8 (7.7)
and 3.6 (10.1) percent of all the sales for these 40 product modules (the twelve seasonal
product categories).
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Table C.1: Total Yearly Revenue by Modules (Food Stores)
Module Type of Product Yearly revenue Seasonal Source

of module (Y/N?)
1040 Fruit Juice - Orange $1083.58M N
1042 Fruit Drinks $1668.36M Y MacDonald (2000)
1272 Baby Milk and Flavoring $932.8M N
1290 Canned Soup $1393.92M Y Chevalier et al. (2003)
1303 Cat Food - Wet Type $419.56M N
1311 Dog Food - Dry Type $805.35M N
1323 Potato Chips $1333.21M Y Judgement
1326 Tortilla Chips $928.98M Y Judgement
1344 Ready to Eat Cereal $2481.79M N
1362 Cookies $1621.66M N
1463 Ground & Whole Bean Coffee $1455.17M N
1484 Carbonated Soft Drinks $3496.68M Y Chevalier et al. (2003)
1487 Bottled Water $1797.55M N
1493 Chocolate Candy $938.73M N
1498 Non-chocolate Candy $477.08M N
1553 Low Calorie Soft Drinks $2131.38M Y Chevalier et al. (2003)
2623 Italian Frozen Entrees $787.9M N
2631 Frozen Pizza $1321.2M N
2672 Ice Cream $1561.6M Y MacDonald (2000)
2675 Frozen Novelties $1049.81M Y MacDonald (2000)
3574 Sliced Lunchmeat $884.41M N
3576 Frankfurters $680.23M Y MacDonald (2000)
3577 Bacon $988.51M N
3580 Refrigerated Entrees $1151.77M N
3590 Shredded Cheese $1179.67M N
3603 Yogurt $1724.72M N
3618 Deli Pouches Lunchmeat $771.37M N
3625 Milk $3284.94M N
4004 Fresh Cakes $841.59M N
4100 Eggs $1282.31M N
4225 Fresh Fruit $1100.98M N
5000 Beer $1587.66M Y Chevalier et al. (2003)
5010 Light Beer $1817.71M Y Chevalier et al. (2003)
7012 Detergents - Liquid $945.96M N
7080 Bleach $111.23M N
7260 Toilet Tissue $1368.29M N
7734 Paper Towels $845.03M N
7870 Batteries $265.36M N
8420 Pain Remedies-Headache $360.56M N
8423 Cold Remedies-Adult $381.57M Y Judgement

Notes: Table reports total yearly revenue for each module (from DellaVigna and Gentzkow (2019)), our
assessment of whether it is seasonal, and the source for our assessment, either prior literature or our own
judgement.
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D Additional Analysis Using the Dominick’s Grocery Data

Another feature of the Dominick’s dataset that is useful is that it reports the wholesale
price for each product. More specifically, for each product, the gross margin in percent
that the store made on that product that week is reported. This margin can be used to-
gether with the retail price information to back out a measure of the wholesale price for
that product (Chevalier et al. (2003)).

We use this measure of wholesale price for each of our seasonal products to investigate
the extent to which marginal costs vary seasonally. Table D.1 reports the seasonal ampli-
tudes and peak weeks of both the retail price and wholesale price for each of our seasonal
products, estimated using exactly the same approach as was used in the baseline analysis
(see section 2). Examining the seasonal variation in the retail prices first, we see a very
similar pattern that we observed in the broader national sample with prices varying as lit-
tle as 4 log points for canned soup, and less than 3 log points for light beer. Additionally,
there does not appear to be any large seasonal fluctuations in wholesale price across these
two products. Neither product experiences seasonal variation in the wholesale price of
more than 6 log points. While not a perfect measure of marginal costs, and limited in that
it only constitutes one grocery chain, these results support the view that large swings in
the marginal costs of these products are unlikely to discredit the baseline results.
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Table D.1: Estimated seasonal peak and amplitude, Dominick’s grocery data

Outcome log(Price) log(Wholesale price)
(1) (2)

A. Canned soup
(N = 32, 029)
Peak t 24.90 38.14

(0.325) (0.053)
Amplitude 0.041 0.061

(0.001) (0.001)
Mean (level) 0.57 0.50

B. Light beer
(N = 15, 296)
Peak t 21.66 23.83

(0.393) (1.039)
Amplitude 0.027 0.009

(0.001) (0.000)
Mean (level) 11.47 11.13

Notes: The table reports, for the indicated outcomes and categories, the seasonal peak week and amplitude
implied by the estimates of equation 1, as well as the mean of that variable across all store-weeks in the
Dominick’s grocery data. Robust standard errors, clustered on store and obtained via the delta method, in
parentheses.
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E Additional Discussion on Storability

One of the main findings of the paper is that price elasticities vary little over the year.
As the products we study may be storable, we investigated the robustness of our results
to accounting for storability. Our investigation draws heavily on Hendel and Nevo (2013),
who develop a simple, tractable model of demand estimation with storability that can be
estimated using market-level data. In this section, we present the set up of that model,
and highlight some of its key implications. We then test those implications for each of
the three product categories. Previewing those results, we find evidence consistent with
storability only in the toilet tissue category, and not in our ex-ante seasonal product cate-
gories, canned soup and lite beer.

E.1 Model

Notational and set-up
Consistent with our empirical approach, we model store-level demand, with i index-

ing stores and t indexing weeks. Let pit be the price in store i in week t. We assume that
there are two types of households. Type h = NS are non-storers. Type h = S are storers.
We assume that these households have perfect foresight over prices and own demand,
and that goods can be stored for up to one week. In what follows, it is useful to character-
ize weeks according to whether there is currently a promotion, and whether there was a
promotion in the prior week. We assume that prices are always lower during promotion
periods than adjacent non-promotion periods. We let NN be a non-promotion week fol-
lowed by a non-promotion week, PN be a promotion week followed by a non-promotion
week, NP be a non-promotion week followed by a promotion week, and finally PP be
two consecutive weeks of promotion. We let Qh

it(p) be the Marshallian or spot demand
of household type h at store i in period t. This is the solution to the static utility max-
imization problem, or equivalently the amount that h would purchase if storage were
impossible. We let xit(p) denote purchases, which in any period might differ from ei-
ther consumer type’s static consumption demands because of storability, and the recent
history of promotion activity.

Purchase rules
Non-storers purchases are simply given by their Marshallian demand and depend

only on the current price: xNSit = QNS
it (pit). In general, storers purchases depend on both

past and future prices. However, Hendel and Nevo (2013) show that with one-period
storage and perfect foresight, purchases take a particularly simple form. To understand
the form, note that it is always better to purchase during a promotion period if possible.
During promotions when inventory is empty, storers will purchase both for immediate
consumption and for storage. During promotions when inventory is full, storers will
purchase only for storage and consume out of inventory. During non-promotion periods,
storers will consume out of inventory if they have it, and purchase for consumption if
they have no inventory.
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Store-level purchases are therefore given by

xNNit (pit) = QNS
it (pit) + QS

it(pit)+ 0

xNPit (pit) = QNS
it (pit) + QS

it(pit)+ QS
it(pit)

xPNit (pit) = QNS
it (pit) + 0+ 0

xPPit (pit) = QNS
it (pit) + 0+ QS

it(pit)

The first term on the right-hand side is demand from non-storers, who always purchase
for immediate consumption. The second term is purchases by storers for immediate con-
sumption, and the third term is purchases by storers for storing.

These equations offer several insights. First, they highlight a basic identification chal-
lenge posed by storability: we observe aggregate purchases, not group-level demand.
Second, despite the identification problem, we can identify group-specific demands, be-
cause in PN periods, only non-storers make purchases. Non-storer demand can be re-
covered as QNS

it = xPNit and storer demand can be recovered as, e.g., QS
it = xNNit − xPNit .

Third, and critical for us, storability has several testable implications. In particular, at a
given price, purchases are higher in a promotion period after a non-promotion period
(NP) than in a promotion period after a promotion (PP). Additionally, demand curves are
identical in PP and NN periods, and conditional on a fixed price, demand is lowest in PN
periods. In the next section, we report the reduced form coefficients of this storage model
in addition to the test statistics of each of these above implications.

E.2 Evidence for storability

Table E.1 reports the regression results underlying the storage demand model along-
side the test statistics of each testable implication of the storage model. For all the results
of this section we define promotion periods as periods where the price is at least 10 per-
cent below the base price, consistent with the approach used for the main results of the
paper. We begin in panel A by reporting the average units purchased in each category
and period (with standard errors, clustered by store, in parentheses). A key indication of
storability is that purchases are greater in NP periods than in PP periods. For all cate-
gories, we reject the null hypothesis (at the 5 percent level) that purchases are equal inNP
and PP weeks. However, for canned soup, the difference is of the wrong-sign–purchases
are greater in PP type week than in NP type weeks.

One difficulty in interpreting these results is that, although NP and PP periods both
involve periods where the current price is a promotional price, in principle the current
week’s prices might be lower in PP periods than in NP periods, potentially explaining
the higher purchases in PP periods for canned soup. For example, if the practice of
retailers was to offer deeper discounts in the second week of a two-week promotion, then
these initial results could be confounding the resulting price effects on these differences
in demand.

To account for differential prices, for each category, we estimate fixed-effect Poisson
regressions of units purchased against a cubic trend, holiday dummies, plus dummies for
NP,PP , and NN periods, and each period dummy interacted with log price. In panel
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Table E.1: Tests for storability

Category Canned soup Light beer Toilet tissue

Panel A. Avg purchases by week type

PN 24.3 20.3 5.2
(0.3) (0.3) (0.1)

NN 43.1 18.9 8.2
(0.4) (0.2) (0.1)

NP 89.5 59.8 32.8
(1.0) (1.1) (0.4)

PP 108.3 54.8 25.7
(1.0) (1.1) (0.4)

NP = PP (p-val) 0.000 0.000 0.000

Panel B. Demand intercepts & elasticities by week type

NN -0.02 0.70 0.55
(0.00) (0.15) (0.05)

NP 0.24 0.57 2.55
(0.01) (0.26) (0.11)

PP 0.11 1.38 0.87
(0.01) (0.25) (0.21)

PN × log p -1.78 -4.60 -3.00
(0.01) (0.10) (0.03)

NN × log p -1.96 -4.84 -3.20
(0.02) (0.06) (0.03)

PP × log p -2.29 -5.03 -3.14
(0.03) (0.08) (0.12)

NP × log p -2.66 -4.72 -3.85
(0.03) (0.12) (0.07)

NP = PP (p-val) 0.000 0.000 0.000
NN = PP (p-val) 0.000 0.000 0.140
NN × log p = PP × log p (p-val) 0.000 0.001 0.539

Notes: This table reports the Poisson regression results from two alternative specifications which explore
the role of storability considerations for each of our four product categories by incorporating the history
of promotional activity explicitly into the analysis (see discussion in section E.1). In panel A, we report
the average units purchased in each category and period type (with standard errors, clustered by store, in
parentheses), as well as the p-value of the hypothesis test for the equality of the NP and PP coefficients.
In panel B, the coefficient estimates from the Poisson regressions, including a full set of each period type
dummies, and a full set of interactions between price and period type, are included (with standard errors,
clustered by store, in parentheses).
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B of table E.1, the coefficients on the period dummies measure differential demand in a
given period type, adjusting for price differences,25 while the coefficients on the price-
period interactions give period-specific price elasticities. Finally, we report the p-value
of the test statistics for each of the testable implications mentioned above, including the
equality of the demand slopes for the NN and PP periods. We view the results from this
specification as more informed tests of the storability model because of its incorporation
the current price along the different types of periods.

Overall the results provide consistent evidence of storability only for the toilet tissue
category among our four product categories. As described above, we have four tests of
storability: (i) the demand intercept should be higher in NP periods than in PP periods,
(ii) the intercept should be lowest in PN periods, (iii) the intercepts should be equal in
NN and PP periods, and (iv) the elasticities should be equal in NN and PP periods.

The toilet tissue product category passes each of these tests. Demand is at least 55
percent lower in PN periods than in others, and about 170 percent higher in NP periods
than PP periods, but it is similar in NN and PP periods, in slope, and others.

For the other categories, the evidence for storability is much more mixed along the
different types of empirical tests. For example, for both canned soup and light beer, we
reject the null hypothesis that the demand intercepts for the PP and NP periods are
equal. For canned soup, the difference of these intercepts implies demand is higher in
NP type periods than PP , a pattern predicted by the storability model and a reversal of
the pattern found in panel A which did not control for price differentials. Alternatively,
for light beer, the difference in the PP and NP periods intercepts imply that demand
is higher in PP periods than in NP periods, a pattern inconsistent with the model of
storability (at least in our simple model). Also inconsistent with storability is that demand
is lower in NN than in NP (for canned soup), after controlling for price. Furthermore,
for canned soup and light beer, we soundly reject the equality of both the intercepts and
elasticities of the NN and PP periods at all conventional confidence levels.

We draw three conclusions from this exercise. First, we think that storability is an
unlikely candidate for explaining why we do not find seasonal fluctuations in demand
price elasticities. This view is supported by the mixed and in some cases strong evidence
against some fundamental predictions of storability for the products for which we find
(and expected a priori) seasonal demand. Second, estimating a model of storability as in
Hendel and Nevo (2013) would be difficult given the reduced form patterns present in our
sample of market-level data. Generally speaking, the broad empirical patterns found in
our data, at least across the seasonal product categories, are inconsistent with that model,
and consequently would lead to unrealistic estimates and a poor fit.26 Finally, we want to
emphasize that our tests are based on a specific model of storability; one based on some
stark assumptions including perfect foresight and storage for a maximum of two weeks.
Some of our test results refuting the model of storability could of course be reflecting
the partial rejection of these assumptions. Additionally, other more complex models of

25We include store-year fixed effects and we omit the PN dummy, so the coefficients measure differential
demand in percent, for a given store-year in an NN , NP , or PP period, relative to demand in that store-
year in PN periods.

26In fact, in preliminary analysis we estimated a model virtually identical to the Hendel and Nevo (2013)
model; the estimated model could not match the observed variation in units sold.
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storage are possible–one might be particularly relevant for one of our product categories.
While a deeper investigation of the appropriate storage model that might apply to one of
our seasonal product categories is beyond the scope of this paper, we attempt to address a
prevailing concern about storability in that lagged promotions influence current demand
in a way that might bias our elasticities estimates. Consequently, in the robustness checks
of section 4.1 we report an alternative set of price elasticity results which incorporate
lagged promotional activity as an additional control variable.
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